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Executive Summary 

The WKI Data Storage is a central part of the WKI System, as it is respon-

sible for the storage of every piece of information in the system. The pro-
totype of the WKI Data Storage is released in D6.3 ―Design, architecture 

and implementation of the knowledge base‖ deliverable in M12. 

This document gives an overview of the WKI DS and describes the proto-

type. It presents how the WKI DS fits into the WKI System (presented in 

D6.2.1), and how will it evolve to match the development of the WKI ser-
vices created by WPs. 

Firstly, requirements of the WKI DS are presented. These requirements 
were derived from service declarations provided by all WPs. Then the WKI 

DS is described - its architecture, functionalities and API. Technologies 
used and hardware solutions planned for the WKI DS, are also presented. 

The task of creation of the WKI DS is planned to end in M18. Taking into 
consideration the development of services by all WPs and changes that 

will be introduced during this process, it is clear that the WKI DS will have 
to be adjusted to changing of WPs needs. This document describes 

planned solutions, and some measures that were already taken in order to 
facilitate the development process of the WKI DS. 
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ACID Atomicity, Consistency, Isolation, Durability 

ANSI American National Standards Institute 

API Application Programming Interface 

CPU Central Processing Unit 

CXF Apache project for service creation and execution 

DFS Distributed File System 

DnS Description and Situation 

DS WeKnowIt Data Store 

DTP Distributed Transaction Processing 

EIP Enterprise Integration Patterns 

ER Emergency Response 

ESB Enterprise Service Bus 

FSCR Filesystem Content Repository 

HDFS Hadoop Distributed File System 

HTTP(S) Hypertext Transfer Protocol (Secure) 

IDE Integrated Development Environment 

JBI Java Business Integration 

JCR Content Repository API for Java 

JDBC Java DataBase Connectivity 

JMS Java Message Service 

JSR Java Specification Requests 

JTA Java Transaction API 

N3 Notation3 

ORM Object-Relational Mapping 

OSGi OSGi Alliance (formerly Open Services Gateway Initiative) 

OWL Ontology Web Language 

PC Personal Computer 

PDF Portable Document Format 

QA Quality Assurance 

RAID Redundant Array of Independent Disks 

RAM Random Access Memory 

RDBMS Relational Database Management System 

RDF Resource Definition Framework 

RDFS RDF Schema 

SAX Simple API for XML 

SDB SparQL Database for Jena 

SMS Short Message Service 

SP2 Service Pack 2 

SQL Structured Query Language 

SSH Secure Shell 

SSL Secure Sockets Layer 

Turtle Terse RDF Triple Language 

UML Unified Modeling Language 
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URI Uniform Resource Identifier 

URL Uniform Resource Locator 

WebDAV Web-based Distributed Authoring and Versioning 

WP Work package 

WS Web Service 

XML eXtensible Markup Language 
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1. Glossary 
In the rest of this document terms from Table 1 are used in text. 

Term Description 

content binary content of document stored in the system; this 

term includes movies, photos, images, music and textual 

files, MsOffice and OpenOffice documents, PDF files and 
other 

document content together with corresponding metadata 

metadata meaningful data describing another data object; most 

commonly used kinds of metadata are URL reference and 

textual tag 

Table 1 Glossary of terms 
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2. WKI Data Storage Requirements 
Requirements listed in this section result from analysis of service declara-

tions presented in D6.2.1. They can be divided into few groups: 

 storage, import and export of metadata, 

 storage, import and export of content, 

 search functionality, 

 storage and management of entities (e.g. user data), 

 non-functional requirements. 

2.1. Metadata 
This group of requirements relates to storage and management of meta-
data. Ability to store metadata of resources is crucial for the WKI System. 

ID:  STORE_METADATA  

Description:  

The system provides efficient and scalable storage for 

metadata describing content captured by users.  

The system exposes interfaces for adding metadata for ex-

isting content. There should exist separate interface for 
each metadata format. 

Example:  

 Store information characterizing image file (extracted 

by WP2_VisualAnalysis service). 

 Save information about class membership computed 

for a concrete document (WP2_Text_Classification). 

 

ID:  SERVE_METADATA  

Description:  

The system exposes interfaces for retrieving metadata. 

Fetched metadata can be presented to the consumer or un-
dergoes additional processing.  

Example:  
Retrieve tags for concrete item in order to detect related 

tags (WP3_LocalTagCommunityDetector).  

 

ID:  EDIT_METADATA  

Description:  
The system exposes interfaces for editing metadata which 

has evaluated since related document was stored.  
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Example:  
Update rating information about captured media file 
(WP1_Rate).  

 

ID:  REMOVE_METADATA  

Description:  

The system exposes interfaces for removing metadata 
which are no longer perceived as relevant for particular con-

tent.  

The exact form of removal (actual removal or setting ―re-

moved‖ flag for removed data) will be configured on per-
application basis. 

Example:  
Delete comments describing captured media files 

(WP1_Comment).  

 

ID:  STORE_ONTOLOGY  

Description:  
The system provides ontology storage optimized for RDF 

triples.  

Example:  
Import ontologies in order to provide common understand-
ing of data across all levels of intelligence (WP1_SearchKB).  

2.2. Content 
The WKI System has to store files. All types of files (video, audio, pic-

tures, text files) are expected to be stored in the WKI DS. Requirements 
presented in this section specify expectations regarding content manage-

ment. 

ID:  STORE_DOC  

Description:  

The system provides massively scalable storage for digital 
items and textual information. Wide range of data formats 

is supported, including: audio files, movies, photos and im-
ages, as well as plain text, html content, Office documents 

and PDF files. Moreover, the system incorporates appropri-
ate storage mechanisms, thus providing high level of per-

formance for each kind of file.  

Example:  
Store speech files prepared for indexing process 
(WP2_SpeechIndexing).  
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ID:  IMPORT_DOC  

Description:  

The system exposes interface for adding new documents. 

Alternatively, instead of storing payload, URL reference to 
particular document can be saved.  

Example:  

 Upload newly captured video file (WP1_ManageItem). 

 The WKI DS can be configured to act as a register – it 
only stores URLs of files (which are not stored in in-

ternal storages) and some metadata describing them. 

 

ID:  DOC_VERSIONING  

Description:  

The system exposes interface for management of document 

version. Data retriever has the ability to obtain a snapshot 
of the document and to examine the history of changes 

made to document metadata.  

Example:  
Store multiple versions of particular photo. Obtain historical 
version of the file (WP1_ManageItem).  

 

ID:  REMOVE_DOC  

Description:  
The system exposes interface for deleting documents. Re-
moval process is customizable by administrators.  

Example:  

Remove document which is corrupted or out of date. It is no 

longer searchable and cannot be fetched by its identifier 
(WP1_ManageItem).  

 

ID:  SERVE_DOC  

Description:  
The system exposes interface for retrieval of collected con-
tent.  

Example:  
Retrieve image data, in order to apply visual search for 

similar pictures (WP2_VisualAnalysis).  
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2.3. Search 
The WKI DS must offer search functionality. Because of various types of 
data that are stored in the WKI DS, different search approaches are 

planned for the WKI System. This section presents them. 

ID:  SEARCH_BY_METADATA  

Description:  

Search engine enables convenient and effective exploration 
of collected content. Document retriever has the possibility 

to specify search criteria, including metadata values and 
weights.  

Example:  
Search for digital file annotated with given tag values 

(WP1_SearchKB).  

 

ID:  SEARCH_TEXTUAL_CONTENT  

Description:  
The system offers a set of text search algorithms that can 

be applied to existing documents.  

Example:  
Search for incident logs containing given keyword 
(WP5_LogMerger).  

 

ID:  SEARCH_SEMANTIC_DATA  

Description:  
The system provides efficient processing engine for SparQL 
queries.  

Example:  
The user is suggested to attach concrete tags on the basis 

of information derived from ontology (WP1_Tag).  

2.4. Entity storage 
Apart from the semantic data, entities also have to be stored in the WKI 
DS. This section presents groups of entities that were identified in services 

declarations. It is expected that this list of entities will be enhanced when 
new services are declared by WPs. 

ID:  STORE_USERS  

Description:  

The system provides secure storage for information con-

cerning users. It exposes interface for adding, removing and 
editing user accounts.  

Example:  Create new user account and set password for it 
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(WP1_AccountManager).  

 

ID:  STORE_USER_GROUPS  

Description:  

The system provides effective storage for groups of users. It 

exposes interfaces for creating, removing and editing 
groups, as well as adding users to particular groups.  

Example:  
Create a group of experts for a specific tasks and assign us-

ers to it (WP5_GroupManagement).  

 

ID:  STORE_RELATIONS  

Description:  

The system provides effective storage for relations between 

entities (e.g. user-user, user-document, user-group, group-
group). It exposes interfaces for creating, removing and ed-

iting relations and ties (= instance of a particular relation). 
One tie can connect two or more entities.  

Example:  Create a tie between a user, a group and a location.  

 

ID:  STORE_ACCESS_RIGHTS  

Description:  The system provides effective storage for access rights.  

Example:  
Create an access conditions for a user with a specific per-
mission to an object, in a specific time slot from a device 

(WP4_Community_Administration_Platform).  

 

ID:  STORE_TASKS  

Description:  

The system provides storage optimized for tasks defined 

within the users community. It exposes interface for adding, 
editing and removing tasks and also for assigning tasks to 

users or groups.  

Example:  Check status of a concrete task (WP5_TaskManagement).  

 

ID:  STORE_EVENTS  

Description:  The system provides storage optimized for emergency 
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events detected by external services. It exposes interface 
for adding and editing incident logs.  

Example:  
Add information about event to the existing log 

(WP5_IncidentLog).  

2.5. Non-functional  
Requirements from this group concentrate on non-functional aspects of 
the WKI DS. 

ID:  FAST_ACCESS  

Description:  
The system provides adjustable mechanism allowing fast 

access to collected documents.  

Example:  
On the basis of ranking service, the most valuable docu-
ments are cached and retrieved faster than documents of 

less importance (WP1: Rate).  

 

ID:  SCALABILITY 

Description:  

The system may be upgraded. While new processors, RAM 

memory are added the system works with the same speed 
or faster.  

Example:  

The town in the nearest location wants to join the same 

Emergency Response system as Sheffield. The system has 
more data to analyze and the hardware is upgraded. 

 

ID:  SCALABILITY_DISK_SPACE 

Description:  The system provides disk space augmentation possibility.  

Example:  
There is no free space on system disks, so new disks are 

added.  

 

ID:  FLEXIBILITY  

Description:  
The system must be flexible. New functionalities can be eas-

ily added to the system. 

Example:  
There is a need for monitoring some events in the system 
so the new statistic functionality is easily added.  
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ID:  MODULES 

Description:  
The system consists of modules with well defined interfaces 

and specified functionalities. 

Example:  
Separate module exists for accessing the Knowledge Base 
and the Object Storage parts of the WKI DS. 

 

ID:  MAX_FILE_SIZE 

Description:  
The system limits size of uploaded files to maximum of 
50GB. 

Example:  
Upload of file bigger than the allowed maximum of file size 

is not possible – the WKI DS will reject such a request.  

 

ID:  MAX_FILE_SIZE_INDEXING 

Description:  

The system does not index files bigger then 100MB. The 

system provides full-text search for text documents, which 
are usually much smaller then 100MB. 

Example:  
The server log files (200MB) will not be indexed (and this 
same, not accessible with full-text search).  
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3. What is the WKI Data Storage? 
The WKI Data Storage (WKI DS) is responsible for storing all data for the 

use of the WKI System and its services. 

In the Definition of Work document this component is named ―Knowledge 

Base‖, but after discussion in the WeKnowIt consortium it was renamed to 
―WeKnowIt Data Storage‖. It was argued that the former name doesn’t 

reflect the true purpose of this component, which stores both files (docu-
ment content), and semantic data (describing it). 

From the external point of view the WKI DS is an API for storing and re-
trieving information. This API is exposed via OSGi registry1 and/or web 

services. 

Conceptually the WKI DS groups two kinds of storages: 

 Knowledge Base 

 Object Storage 

 

Figure 1 Parts of the WKI DS 

3.1. Knowledge Base 
This part of the WKI DS is responsible for storing semantic and relational 
data. Knowledge Base (―KB‖) stores all domain knowledge used in the 

system, all documents’ metadata, as well as any other structural or se-
mantic data, for example about users relations. KB is a set of relational 

and semantic databases. 

                                    
1
 For more information regarding OSGi and other technologies please refer to D6.1.2. 
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Depending on the WKI DS configuration the type of database for storing 
data is chosen. For example, some data can be stored in relational data-

bases (to guarantee for faster access), while other data is stored in tri-
plestore – a database prepared to store RDF triples (see section 5.3). 

Some databases can be specialized for storing only some kind of data, like 
users account data.  

KB is used to receive data concerning documents and users. It also can be 
used to find new relations between documents, or to find new facts. Like it 

is shown in Figure 2, the services use WKI DS API to access data in WKI 

DS. All WPs need KB to find and process data connected with documents 
and users. For example:  

 WP1_Tag and WP1_Comment can add new document metadata 
(comments are also a kind of metadata) which are stored in tri-

plestore, 

 WP1_AccountManager is responsible for managing user account, for 

example create new user account. All user account’s data is stored 
in specialized relation database, some user’s data is stored in tri-

plestore database too. 

 

Figure 2 Example use of the WKI DS – all communication goes via the API 

3.2. Object Storage 
Definition of works expects that the WKI System: “will need to cope with 
the manipulation of large amounts of text (SMS, blogs, etc.), image and 

video content [...]”. This content will be stored in Object Storage part of 
the WKI DS.  

WPs need to have access to content stored in Object Storage, and as far 
as some of the services are concerned, it is required to put new content 

into the storage. WPs communicate with Object Storage via WKI DS API 
which is shown in Figure 3. 

Object Storage will use a set of data repositories, such as : 

 FSCR – files stored in the local file system, 

 DFS – files stored in the distributed filesystem (see section 5.2), 
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 JCR – files stored in content repository, which can use DFS or FSCR 
underneath (see section 5.1). 

Content can be stored in one of the available repositories depending on 
application needs. For example, the WKI DS can be configured in such a 

way, that files which exceed a certain size are stored in DFS, while smaller 
files are stored in JCR storage. Such flexible configuration can be used to 

ensure good performance of the application. 

 

 

Figure 3 The WKI DS Object Storage 

3.3. Example usage of the WKI DS 
The WKI DS makes upload of data available for those services which re-
quire it. For example WP1_ManageItem2 service is responsible for upload-

ing new contents to WKI DS using WP6_DataStorage service. Figure 4 
shows how these services can cooperate. 

 

 

Figure 4 Upload of content to the WKI DS 

                                    
2
 More information on services mentioned in this section – e.g. WP1_ManageItems – can be found in 

D6.2.1. 
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The WKI DS chooses proper storage type (repository) for uploaded con-
tent depending on the configuration of the routing component (presented 

as red rectangle in Figure 4). The decision where the file should be stored 
(in which content repository– FSCR, DFS or JCR) can be based on many 

different parameters. For example, content properties (i.e. size or mime-
type of uploaded file) can be taken into account. Prioritization of services 

is also possible. For example, if content uploaded by Service X is recog-
nized as very important, than the WKI DS can be configured to automati-

cally store content uploaded by this service in the fastest repository avail-

able. 

3.3.1. Retrieval of data 

A service may require the access to document’s content in order to proc-
ess it. For example, WP2_Text_Annotation (WP2_TA) service can add an-

notated text, based on the analysis of the document content, but first it 
needs to get the content. 

 

 

Figure 5 Retrieval of content 

Figure 5 presents how WP2_TA service requests content of document from 

the WP6_DataStorage (WP6_DS) service. The content is returned and 
processed by WP2_TA service. During processing, some metadata are 

generated, and WP2_TA service stores them back in the WKI Data Storage 

by calling appropriate method of WP6_DS service. 
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4.  Architecture 
The conceptual division between Knowledge Base and Object Storage 

(both described in section 3) is, to some extent, reflected by the software 
and hardware elements that the WKI DS consists of. Three main elements 

used for storage of data are: content repository, triple store and relational 
database. The WKI DS API is the entry point to the functionalities offered 

by each of them. 

4.1. The elements of the WKI DS architecture 
The elements of the WKI DS are presented in Figure 6. 

 

 

Figure 6 The elements of the WKI DS 

The current architecture of the WKI Data Storage consists of the following 
elements: 

 two content repositories (section 4.1.1): 

o file system storage (FSCR), 

o Apache JackRabbit storage (JCR), 

 triplestore (section 4.1.2), 

 RDBMS (section 4.1.3), 

 the WKI DS API (sections 4.1.4 and 11). 
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4.1.1. Content repository 

In case of the WKI System, there is a need for storing various kinds of 

data3 – including text files, pictures, video and audio files (see require-
ments regarding content – section 2.2). 

During the preparatory phase, two general solutions were taken into con-
sideration: 

1. writing own, proprietary solution, 

2. using existing one. 

Both solutions have their advantages and disadvantages. Following rea-

sons where considered: 

1. requirements of the Data Storage, 

2. the timeline of the WKI project, 

3. amount of work needed to implement own solution, 

4. amount of work needed to understand (configure) existing solutions. 

Because of the existence of robust, open-source solutions which are the 

second option (use of existing product), has been chosen. 

The WKI DS can use many types of physical repositories. This is impor-

tant, due to the fact, that the WKI System may be used with different ap-
plications, characteristics of which (in terms of type, number and size of 

stored files) are currently not known. Different repositories have different 
characteristics (e.g. scalability, performance, additional features) which 

makes the possibility of choosing them, on the basis of application re-
quirements, very valuable.  

The role of the WKI DS API is to provide a common interface (API) that 

facilitates the storage and retrieval of documents. The internal organisa-
tion of the storages (their number and type) is transparent, and is not im-

portant for the client of the API. 

The WKI DS API provides specialized components, which are used by the 

koda-cr (see section 10.3) for storage and retrieval of data: 

 content repository readers, 

 content repository writers. 

Each OSGi bundle (see 10.3) with implementation of one content reposi-

tory, contains both writer and reader for this type of repository. For ex-
ample, koda-jcr (see 10.3.5) bundle provides a service which allows to 

write to JCR repository and to read from it. 

                                    
3
 The requirements for the whole WKI System are described in D6.1.2. 
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Repository readers 

Repository readers provide functionality for reading content from the Ob-

ject Storage. To retrieve a content of file, the client4 must only know ID of 
the document. The client does not need to know anything about the real 

place where the file is stored. Thus, no knowledge about the actual reposi-
tories of the WKI DS is required – this is internal information, hidden by 

the WKI DS. 

Internally, content of the file is retrieved by URI. Each document (identi-

fied by ID) has a list of URIs (one URI in the simplest case), which points 
to where document content is stored. 

 

 

Figure 7 Example of reading content from Object Storage 

An example of the process of reading content from Object Storage is pre-

sented in Figure 7. When a client service needs to get content of a docu-
ment, it must send the ID of the document to the WKI DS via the WKI DS 

API. The rests of the process is handled by the WKI DS. 

The document’s ID is then sent to the Knowledge Base (KB), and the 

document object is retrieved from the KB. When CR receives the docu-

ment, it reads its metadata (i.e. list of URIs that indicate the physical lo-
cation where file is stored). If document content is placed in more than 

one location, then the CR component chooses one that has the best 

                                    
4
 Client - application, that executes methods of the WKI DS API. 
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download time. In example presented in Figure 7, the file is retrieved from 
DFS storage5. Then, the stream is created from the content in chosen des-

tination and is sent back via WKI DS API to the service invoking a docu-
ment retrieval request. 

Figure 7 also gives some insight into the hardware architecture of the WKI 
DS (see section 6). Icons of computers indicate, that the WKI DS can be 

run on more than one machine. In fact, it is advisable that different parts 
of the WKI DS (e.g. the KB) are run on separate machines. 

Repository writers 

Repository writers are used to write the content of document to content 

repository. They play the role of adapters, which receive request from cli-
ent and translate it into API call of the particular repository. 

Repository writers can benefit from the usage of EIP (Enterprise Integra-

tion Patterns) in order to decide in which repository (or repositories) con-
tent should be stored. For example, the WKI DS can be configured in such 

a way, that, on the basis of their size, files are stored in different reposito-
ries.  

4.1.2. Triplestore 

Requirements of the WKI DS presented in section 2.1, point out the need 

to store heterogeneous metadata. Such requirements can be addressed 
by usage of the triplestore (see section 5.3). Triplestore solutions offer 

great flexibility in terms of information that can be stored. 

The WKI DS API provides methods of accessing the triplestore database. 

4.1.3. Relational databases 

Even if triplestores are able to store almost any information, in some 

cases their use is inefficient. Firstly, their flexibility is not always needed. 
Secondly, there is always some price to pay for flexibility, and triplestores 

are not an exception here – in some cases their performance can be very 

bad. 

Because of this, in the WKI DS other type of database – relational data-

base – is also used. Relational databases offers better performance and 
easier programming model but they lack flexibility (it is possible to store 

only data that currently used database scheme was designed for). 

RDBMSes play many roles in the WKI DS. 

                                    
5
 Because a) the content is only in this storage, or b) the content is in few repositories, but DFS 

storage was considered to be the fastest one to access. 
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RDBMSes used by other frameworks 

Firstly, they are used by some other frameworks. For example, Apache 

JackRabbit6 (an implementation of JCR content repository), uses RDBMS 
to store information about stored files. Jena7 framework offers API to fa-

cilitate access to its triplestore data, but, in fact, uses RDBMS database 
underneath. 

RDBMSes used directly by services 

Some services may use RDBMSes in the WKI System in a more direct 

way. Requirements grouped in section 2.4 request storage of some enti-
ties. Some of these entities have well defined (fixed, rarely changing) data 

model, and will probably be stored in the RDBMS. It is possible to use Ob-
ject-Relational Mapping (ORM)8 tools (like Hibernate9) in order to facilitate 

the programming of such data. 

Faster data access 

In some cases searching in relational database is faster than in triplestore, 
because indexes can be created on data which is used in queries.  

RDBMS can be used as cache. Most often, used data from triplestore can 
be kept in specially designed RDBMS, which allows faster querying. 

4.1.4. The WKI DS API 

The API of the WKI DS consists of services of all the WKI DS bundles reg-

istered in the OSGi registry. The WKI DS API provides common program-

ming interface for the WKI DS, shielding client applications from the inter-
nal structure of the WKI DS. 

The API is the entry point to the WKI DS. All requests for storage or re-
trieval of data is coming through this API10. 

The current API methods are described in section 11. The planned en-
hancements of the API are presented in section 12. 

4.2. The WKI DS distribution model 
The WKI DS component is delivered in form of a group of OSGi bundles 
that provide common API for accessing various storages. The list of all 

bundles and functions of each of them is presented in section 10.3. 

                                    
6
 http://jackrabbit.apache.org/ 

7
 http://jena.sourceforge.net 

8
 ORM tools facilitate the programming model of data stored in RDBMS providing automatic 

conversion from objects (e.g. Java objects) to data stored in RDBMS (and vice versa). 

9
 http://www.hibernate.org 

10
 This restriction might be loosen if it occurs that some services requires direct access to RDBMS 

(such signals were already received from some WPs). 



   D6.3– v. 0.3 

 

Page 28 

Usage of OSGi as a distribution model for the WKI DS brings certain ad-
vantages: 

 the API of each OSGi bundle is strictly controlled and the dependen-
cies between the WKI DS bundles are explicitly declared, 

 all other WKI services are also prepared as OSGi bundles, 

 the WKI DS services can be accessed by other services via OSGi 

registry, 

 the WKI DS can benefit from the OSGi capabilities (e.g. ease of 

creation, hot-deploy – see D6.2.1 for the comprehensive description 

of benefits of OSGi technology). 

4.3. Target architecture 
The architecture of the WKI DS is prepared for future enhancements. In 

particular, it is designed to meet the anticipated growth of CPU, RAM and 
disk space consumption. This section presents ―target‖ architecture, which 

is intended to be used for the final WKI System. Such architecture is pre-
sented in Figure 8. 

 

 

Figure 8 Target architecture of the WKI DS 
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Triplestore as cluster 

As described in section 6, the estimated number of triples stored by each 

use-case scenario per year is 109. In order to improve the performance of 
triplestore, building it as a cluster is considered. Queries can be passed to 

all machines, and results can be presented to the user in order of replies. 
Such a solution may improve client experience of search. Data can also be 

organized in a way which helps to achieve better performance – e.g. all 
data which belongs to some ―topic‖ are kept on one machine, which 

makes access to them faster. 

Cluster solution allows to scale the triplestore, but there are also some 

problems connected with this, for example: 

 maintenance of the cluster is more complex, 

 the results of queries must be merged, 

 communication between machine is a possible bottleneck, which 
might endanger the efficiency of the triplestore. 

RDBMS as cluster 

Our estimates (presented in section 6) do not indicate such need for the 

WKI DS, but it is worth noticing, that RDBMSes can also be distributed 
over many machines. The advantages and disadvantages of such solution 

are similar to the ones described in the previous section. 

Object Storage scalability 

Estimates presented in section 6 clearly show, that the WKI DS must be 
able to store huge amount of data (~12TB per year). This issue can be 

solved by using Distributed File System (DFS) (described in section 5.2). 

DFS systems are in general easy to scale. The cost of expansion is low, 

thanks to the fact that ―low-cost‖ machines can be used. In addition to 
―unlimited‖ space offered by DFS, it allows a simultaneous access to 

stored contents from services at the same time. Each node can be used to 
get content stream. Number of simultaneous reads from DFS is equal to 

total number of DFS nodes. Other important feature of DFS is that this 
system is fault-tolerant.  
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5. Technologies 
Abundance of technologies related to storage of data makes it hard to se-

lect the most appropriate solution. For the WKI DS, the same process of 
the technology selection was used, as for the whole WKI System (fully de-

scribed in D6.1.2, section 4.1). 

In case of the WKI DS the selection process was based on assessment of 

the following properties of technologies:  

 robustness, stability, 

 perspective of development, 

 open-source, 

 ease of integration with other leading frameworks, 

 performance, 

 compatibility with standards (e.g. with JSR), 

 community support, ease of use, 

 availability of IDE/tools support. 

The importance of the factors listed above is somehow different than in 
case of the technologies selection for the whole WKI System. As far as the 

WKI DS is concerned, only a narrow group of project participants (i.e. 
WP6) will use the technologies directly. Due to the fact, that WP6 consists 

of developers, the ease of use, community and IDE support are of less 
importance. 

One aspect of technologies that is very important for the WKI DS, is com-
patibility with standards. The currently used storing data implementations 

(content repository and triple store implementations) may be superseded 
in the future by the newer versions of rejected solutions. Compatibility 

with standards makes it possible to change implementation of the certain 
element, because the API is still the same. 

5.1. JCR 
Java Content Repository (JCR) is a kind of an object database which al-
lows to store, retrieve and search a hierarchical set of data specified by 

JSR-170 (Version 1) and JSR-283 (Version 2). JCR is defined as a "high-

level information management system that is a superset of traditional 
data repositories, implements 'content services' such as: author based 

versioning, full textual searching, fine grained access control, content 
categorization and content event monitoring". [7] 

JSR-170 has the same role and meaning for content repositories as JDBC 
API has for relational databases – it allows to develop content-related ap-

plications independently of any particular content repository implementa-
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tion. As long as the clients access resources stored in JCR-compliant re-
pository only via JCR API (not using any proprietary vendor-specific en-

hancements), it’s possible to change the implementation of the repository 
without any changes to the codebase on the client side. 

 

Figure 9 JCR overview (from 1) 

JSR-170 specifies repository model and features that should be supported 
by a compliant repository. JSR-170 defines three compliance levels, which 

list features that must be supported for a given level of compliance. Be-
low, only shortened description of API methods of each level is provided. 

The full list of features of each JCR level is available in [7]. 

Level 1 - a read-only repository 

JCR level 1 provides API for hierarchical read access to content stored in 
a repository. The level 1 API includes methods for: 

 retrieval of content and read of properties, 

 export of data, 

 querying storage content with XPath. 

Level 2 - a writable repository  

JCR Level 2 specifies all the writing capabilities needed to bi-
directionally interact with a content repository:  

 adding and removing of content, 

 writing the values of properties, 

 import of data. 

Advanced options: 

JCR Advanced Level provides more advanced repository functionality:  
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 transactions (JTA11) - which make it possible for the repository to be 
enlisted as a resource along with JMS or JDBC resources, 

 versioning - allows the repository to record different states of its 
nodes that later on can be retrieved, 

 observation (Events) - allows the client to be notified of any activity 
happening inside the repository, 

 locking – some parts of the tree can be frozen, effectively rendering 
sub-trees as read-only, 

 SQL syntax for querying. 

In addition to being either Level 1 or Level 2 compliant, any repository can 
decide to implement one or more of these additional features. A repository 

that implements all of these features, in addition to being Level 2 compli-
ant, can be used as a general purpose off-the-shelf infrastructure for con-

tent management, document management, code management, or just 
about any other application that persists content. 

5.1.1. Apache JackRabbit 

Apache Jackrabbit is an open source implementation of Content Reposi-

tory for Java Technology API (JCR). Jackrabbit allows to store file content 
in hierarchical repository. 

There are many open source implementations of JSR-170 such as Apache 
JackRabbit, Alfresco SDK12, OpenJCR13, Exo platform14, Magnolia15 and 

others. Tests done by WP6 has proved, that despite being open source, 
some of them are very hard to use for development. In fact, they often 

are only parts of bigger software suites, and are not really suited for 

standalone use. 

WP6 has closely examined the two most popular open source JCR solu-

tions: Apache JackRabbit and Alfresco SDK. We’ve decided to use the first 
one, because it is faster and easier to use and configure than Alfresco, 

and also it implements all three levels of JSR-170 (Alfresco claims to im-
plement only first level and some functions of the second level).  

Some of Apache Jackrabbit features:  

o node types and mixins, 

o binary properties, 

                                    
11

 http://java.sun.com/javaee/technologies/jta/index.jsp 

12
 http://www.alfresco.com/ 

13
 https://openjcr.dev.java.net/ 

14
 http://exoplatform.com/ 

15
 http://www.magnolia-cms.com/ 
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o SQL and XPath queries, 

o import and export repository from/to XML file, 

o multiple persistence models, 

o referential integrity, 

o access control, 

o versioning, 

o observation, 

o locking, 

o clustering, 

o JTA support.  

The WKI System uses version 1.5.0 of Apache JackRabbit. 

5.1.2. Alfresco vs. Apache JackRabbit - benchmarks 

Both JCR implementations ware tested in order to choose the one which 

performs best for WKI System. Such tests, executed on artificially se-
lected data and not on real ones, are always prone to be misleading, be-

cause the characteristics of the real data can favour different solutions. 
Nevertheless, in absence of real data, some conclusions, based on results 

of such tests, have to be made. 

It is worth mentioning here, that by using the standard API, it is possible 

for WKI DS to switch to another JCR-compliant solution if, at some point, 
it proves to be better performing. 

One of the most time-consuming actions that content repository performs, 
is storage of the content (files). This action contains two activities – physi-

cal transfer of the file (which depends on hardware and should be the 

same for any JCR implementation), and some other activities performed 
by content repository: for example writing metadata to database or crea-

tion and writing of search indexes (if content repository is configured to do 
so). 

Before starting the actual tests, both content repositories were installed. 
During this process it occurred that Apache JackRabbit is much easier to 

install and configure. 

The tests were performed on Intel Celeron 1.5 GHz with 1,96 GB RAM and 

Windows XP operating system with MySQL16 Community Edition (v5.0.67) 
installed. 

The WKI System should be able to store the incoming files fast. The file 
sets used during tests were trying to resemble the actual data that the 

                                    
16

 http://www.mysql.com 
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users of the WKI System will upload. The first set contains 200 small files 
- 5–500kB – which simulates upload of photos taken with mobile phones, 

short voice messages, mails and texts messages. Second set includes 170 
medium-sized files (from 5MB up to 20MB) – like pictures taken with cam-

eras, short movies, large documents or audio files. The last set consists of 
20 ―large files‖ (50MB and more) - which correspond to movies and very 

large documents.  

The Table 2 shows the average time of uploading a single file in three it-

erations: 

 50 MB files [s] 5 MB files [s] 5 kB files [s] 

Alfresco SDK 9.25 0.99 0.88 

Apache JackRabbit 9.17 0.64 0.50 

Table 2 Alfresco vs. JackRabbit – various files upload time. 

It shows that Alfresco SDK is almost as fast as Apache JackRabbit for big 

files, but for smaller Apache JackRabbit is faster. This means that the cost 

of content repository activity during the storing, is higher in case of Al-
fresco. 

To find the approximate access to repository time, the time of uploading 
the very small (1kB) files was counted.  

Figure 10 shows how the time increase for big number of small files up-
loaded. During this test Apache Jackrabbit was with two different configu-

rations – once with Derby17 and once with MySQL database. 

                                    
17

 http://db.apache.org/derby/ 



   D6.3– v. 0.3 

 

Page 35 

 

Figure 10 Alfresco vs. JackRabbit - 1kB file upload time. 

Table 2 and Figure 10 show the access repository time is longer for Al-

fresco SDK. When uploading the big files access time is less important be-
cause it accounts only for a small fraction of the whole time.  

The Jackrabbit was chosen because it is faster implemented, and the con-
figuration of this repository is easier than the Alfresco. 

5.2. DFS 
DFS (Distributed File System) allows to store files on many physical ma-
chines which are visible as one large logical file system. This simplifies the 

programming model of such distributed storage. 

In the process of creation of the WKI DS, HDFS18 (Hadoop DFS) system 

was tested. HDFS provides many extremely useful mechanisms. HDFS 
was created as a highly fault-tolerant system which can be build using 

―low-cost‖ machines. The most important properties of HDFS are: 

 scalability, 

 economical efficiency, 

 performance, 

 reliability. 

It is particularly appropriate for storing and processing huge amounts of 
data (counted in TBs). In case of the WKI System, this might be very im-

portant. Files in HDFS are stored in blocks, with the size of a block config-

                                    
18

 http://hadoop.apache.org/core/docs/current/hdfs_design.html 
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urable. HDFS is not recommended for storing small files - default block 
size is 32MB. 

HDFS provides classical hierarchical organisation of files. This file system 
is similar to many other existing file systems. User can: 

 create and remove files, 

 move file from one directory to another,  

 rename file, 

 list files, 

 set replication factor for a file, etc. 

HDFS provides streamed data access, replication of data and cluster re-
balancing. It can be accessed via specialized shell, programmatic API, web 

site, WebDAV19 or even HTTP protocol (for reading).  

Master/slave architecture 

HDFS is based on master/slave architecture. Each node can be one of the 
two available types: 

 Datanode – HDFS can have many Datanodes. Each Datanode is re-
sponsible for storing data blocks on a local disk. Datanodes handle 

read/write request from clients, and provide functionality to block 
creation, deletion or replication of data, upon requests from Na-

menode.  

 Namenode – manages Datanodes. HDFS can have only one active 

Namenode20. Namenode allows opening, closing and renaming files 
and directories; it also determines mapping of blocks to Datanodes. 

 HDFS architecture is presented in Figure 11. 

                                    
19

 WebDAV (Web-based Distributed Authoring and Versioning) is a set of extensions to HTTP/1.1 that 
allows to edit documents on a remote web server. 

20
 In the new version of HDFS secondary name node is available but only for increasing reliability – it 

is a reserve namenode. 
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Figure 11 HDFS architecture (from 2) 

File replication mechanism 

One of the major advantages of HDFS is a file replication mechanism. As 

was described earlier files are stored as a sequence of blocks. All blocks 
(except for the last one) have the same size and are replicated for in-

creased reliability (fault tolerance). The number of replicas (replication 
factor) is configurable per file. Placement of replicas is optimized to assure 

maximum reliability and performance of the whole HDFS installation. 
When user is retrieving a file, blocks from replicas closest to the reader 

are used in order to minimize global bandwidth consumption. Figure 11 
presents replication of files between Datanodes. 

HDFS Shell 

HDFS provides specialized shell for system users, which allows to manage 

and use the file system. That shell provides common methods like copy 

(from local file system or from DFS), move and remove. Also several spe-
cial commands are available, like: 

 setrep – to set file replication factor, 

 fsck - to check DFS for errors, 

 distCp - to copy files between two DFSes (in distributed manner). 

Other features 

Additionally Hadoop uses Map-reduce21 concept to provide parallel com-

puting capabilities.  

HDFS also provides a monitoring tool in form of a web application. If 

properly set up, it shows state of all cluster nodes, disk space on each 

                                    
21

 MapReduce is a programming model and an associated implementation for processing and 
generating large data sets. [8] 
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node and totals for a whole DFS. Also information about all Map-reduce 
tasks is available through this web-based interface. 

HDFS in the WKI DS 

HDFS will be incorporated into the WKI DS as one of storages types be-

cause of its high usefulness when storing large contents. Typical file size 
in a DFS is in gigabyte/terabyte order of magnitude. HDFS is also highly 

scalable and reliable – both features being extremely important in a situa-
tion when clusters are built from tens or hundreds of machines and prob-

ability of failure of one of them is significant.  

Additionally, HDFS is well documented and has many useful features ac-

cessible via its API, including tools for managing, administration and 
monitoring of DFS.  

HDFS also provides streaming data access to files stored in DFS. Each 

cluster node can be used to receive that stream. 

5.3. Triplestore 
Triplestore database is able to store Resource Description Framework 

(RDF) metadata. Various implementations of triplestores exist – some of 
them are build on top of existing relational databases, some have been 

created from the beginning with RDF data in mind. 

Triplestores offer great flexibility in terms of stored data. Every piece of 

information that can be stored in form of RDF triple, can be stored by tri-
plestore. In case of the WKI System, this means that arbitrary metadata 

that describe uploaded content can be stored in the WKI DS. It also 
means, that not only facts, but also links between various facts can be 

stored.  

The most important properties which characterize triple store are: 

 search performance, 

 insert performance. 

This two parameters depend heavily on number of triples stored in data-

base. 

Component which provides functionality of storing and retrieving meta-

data is koda-db (see section 10.3.6). 

5.3.1. Jena Semantic Web Framework 

Jena is an open source Semantic Web framework for Java. It provides an 
environment for RDF, RDFS, OWL and SparQL. Jena also includes a rule-

based inference engine.  

The Jena Framework includes:  

 RDF API, 



   D6.3– v. 0.3 

 

Page 39 

 OWL API, 

 SparQL query engine, 

 reading and writing RDF in RDF/XML, N322 and N-Triples, 

 in-memory and persistent storage. 

Jena can work with many databases: it supports HSQLDB23, MySQL, Post-
greSQL24, Oracle25 and Microsoft SQL Server26. It also can use in-memory 

or file-backed storage. 

 

Figure 12 Jena model (from 3) 

SDB27 is a component of Jena for the RDF storage and query particularly 
to support SparQL where SQL database provides the storage. SDB store 

can be accessed and managed via the Jena API or with the provided 
command line scripts. 

The WKI System uses version 2.5.7 of Jena with SDB version 1.1. 

                                    
22

 The N3 is a language which is an extended compact and readable alternative to RDF's XML syntax 
(http://www.w3.org/DesignIssues/Notation3) 

23
 http://hsqldb.org/ 

24
 http://www.postgresql.org/ 

25
 http://www.oracle.com/ 

26
 http://www.microsoft.com/sqlserver/2008/en/us/default.aspx 

27
 http://jena.sourceforge.net/SDB/ 
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5.3.2. Jena vs. OpenRDF Sesame 2 - benchmarks 

OpenRDF Sesame 2 is alternative to Jena framework. Both were tested in 

order to choose the most suitable solution for the WKI System. 

The test was executed on Intel Core Duo E6750 2.66GHz GHz with 1,96 

GB RAM and Windows XP SP2 operating system with MySQL Community 
Edition (v5.0.67) installed. 

The main part of using Sesame 2 or Jena is to store and to retrieve trip-
lets and to execute queries. To find which of these frameworks will be bet-

ter for WKI System the speed of both was measured. 

Two kinds of tests were performed: 

 insertion and retrieval the triplets, 

 execution of SparQL queries. 

In each case performance of three solutions was examined: Jena, Jena 

with SDB and OpenRDF Sesame 2. 

In the first test a generated list of triplets was inserted into the storage. 

Then, the triplets were retrieved. Both time of insertion and retrieval was 
measured for different kind of storages (file, database). 

The WKI System will process a lot of data, and all the data will be ana-
lyzed, divided and then stored in triple-store, so it is very important to use 

the fastest possible framework.  

The Table 3 presents the time of insertion for each framework and times 

of four retrieval trials. 

  

 Insertion [s] Retrieval (1) [s] Retrieval (2) [s] Retrieval (3) [s] Retrieval (4) [s] 

Jena (file) 4.28 1.56 1.78 1.43 1.30  

Jena (RDBMS=MySQL) 60.20 1.57 1.77 1.40 1.26 

Jena-SDB (MySQL) 124.54 1.54 1.68 1.40 1.29  

Sesame 2 (file) 3.68 17.95 20.41 18.95 18.44  

Sesame 2 (RDBMS=MySQL) 68.47 107.71 138.79 120.39 110.27 

Table 3 Comparison insertion and retrieval time for Jena and Sesame 2. 

The results show that the insertion time is almost the same for Jena and 
Sesame (only Jena with SDB was slower), but the Jena time of retrieval 

was much shorter than the Sesame one. 

In the second part of test performance of SparQL queries was measured. 
The fast queries executing on client request is vital for the WKI System. In 

this part of the test both frameworks were configured to use MySQL data-
base. Then the SparQL query was executed to return the result from da-

tabase. The query was repeated: 

 1000 times,  
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 100000 times.  

The Table 4 presents the test results.  

 

 1000 SparQL queries [s] 100000 SparQL queries [s] 

Jena  11.13 931.65 

Sesame 11.79 1058.78 

Jena-SDB 5.15 428.59 

Table 4 SparQL queries test results. 

Table 4 shows that the time of executing SparQL queries is only a little 
shorter for Jena, but when SDB is used, the difference is significant – 

Jena-SDB takes less then 50% of time comparing to Jena and Sesame. 

The test proved that Jena and Jena-SDB is definitely faster than Sesame 
for retrieval of triples. Jena-SDB is twice as fast as Jena and Sesame for 

SparQL queries, but it is performing very weakly in insertion. Eventually, 
Jena-SDB was chosen, because it is expected that the retrieval and query 

functionality will be used more frequently than the insertion of data. 

5.4. MySQL RDBMS 
MySQL is the most popular (over 11 million active installations) and easy 

to use relational database management system (RDBMS). It runs as a 
server providing multi-user access to a number of databases. 

MySQL runs on more than 20 platforms including Linux, Windows, OS/X, 
HP-UX, AIX, Netware. 

As a RDBMS MySQL provides the following features: 

 support for stored procedures, triggers, functions, views, cursors, 

ANSI-standard SQL, 

 updatable views, 

 true VARCHAR support, 

 X/Open XA distributed transaction processing (DTP) support, 

 SSH and SSL support safe and secure connections, 

 query caching, 

 replication with one master per slave, many slaves per master, no 

automatic support for multiple masters per slave, 

 searching and full-text indexing and searching using MyISAM en-

gine, 

 transactions with the InnoDB, BDB and Cluster storage engines, sa-

vepoints with InnoDB. 
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 embedded database library  

 partial Unicode support  

 ACID compliance using the BDB, InnoDB and Cluster engines  

There are many other Relational Database Management Systems. The 

most popular are: MySQL PostgreSQL, Firebird, Oracle, Sybase, IBM DB2 
and MSSQL, but only first three are open-source systems. 

We have decided to use MySQL, which in our opinion is as good as Post-
greSQL, because of the background of using this database.  

Moreover, the MySQL has some features, which make it more useful for us 

then other databases: 

 Commit grouping, gathering multiple transactions from multiple 

connections together to increase the number of commits per second.  

 Multiple storage engines – this is ability to choose the one which is 

most effective for each table in the application :  

o Native storage engines (MyISAM, Falcon, Merge, Memory 

(heap), Federated, Archive, CSV, Blackhole, Cluster, Berkeley 
DB and Maria), 

o Community-developed storage engines (memcached, httpd, 
PBXT, Revision Engine), 

o Partner-developed storage engines (InnoDB, solidDB, Ni-
troEDB, BrightHouse), 

o Custom storage engines, 

o Plug-in libraries to embed MySQL database support into nearly 

any application. 

The WKI System uses version 5.1 of MySQL Community Server. 



   D6.3– v. 0.3 

 

Page 43 

6. Hardware architecture 
No matter how good the software is, without well-matched hardware ar-

chitecture, the WKI System will not be as effective as it should. 

For innovative applications, like the WKI System, choosing the best-fit 

hardware architecture is a very difficult task. The challenge begins when it 
comes to prediction of number of users and operations which will be per-

formed by them. Also, there is no information available about size of 
transferred files and required disk space for data. 

For each use-case different values are expected, so both situations must 
be considered separately. 

Emergency Response use-case 

In case of Emergency Response scenario, the average number of events is 

expected to be extremely high only during emergency situations. The WKI 
System should be prepared for the worst case scenario, and should be 

ready to handle all requests during peak. The WKI DS must be prepared 
to receive all information that are uploaded in such situations, and to 

process all requests. It is crucial, that the ER application of the WKI Sys-
tem will not fail exactly under the peak load. 

Our estimates are, that the WKI System must be ready for receiving the 

great amount of data: phone calls (about 90% of all operations), pictures 
and photos – less than 10%, videos and text messages (about 1%). In 

our opinion the number of events could be about 2000 events per hour 
and the situation may take place within several hours.    

Number of serious emergency event per year is relatively low - about 10 
days per year. These assumptions lead to annual resource requirements: 

 about 5000 uploaded video streams, 

 about 430000 uploaded audio stream (phone calls), 

 about 50000 pictures (photos), 

 total 485000 uploads. 

Consumer Group Study use-case 

In case of Consumer Group Study scenario predicted number of opera-

tions performed every day is much higher than in case of ER but it should 
be approximately the same during all the year. No spectacular peaks of 

activity are expected, even though users will probably issue more requests 
during some periods of the year (i.e. before summer holiday). 

If the system is open for public, the number of users registered in the 
system will be, for sure, much higher. Number of users working 

concurrently is expected to amount to about 100. It is only a fraction of all 

registered users. 
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The annual resources requirements are estimated as follows: 

 about 40000 uploaded video streams, 

 about 20000 uploaded audio stream, 

 about 300000 pictures (photos), 

 total 360000 upload. 

Estimation of required system resources 

In both use-cases documents are stored along with additional data such 
as: keywords, tags, time of the last modification, file properties etc. Cur-

rent assumption is that there will be ~1000 triples for each stored docu-
ment. Expected number of files stored is a sum of number of ER and CSG 

uploads, which makes it about 1 000 000 (485 000 + 360 000) per year. 
If each file has 1000 triples the total number of triples stored every year is 

about 1 000 000 000 (1*109). 

Based on other publications [15] and WP6 previous experience, it is as-
sumed that each stored triple require about ~1,5kB of disk space28. This 

means, that a total disk space of 1.6 TB per year will be required for stor-
ing triples in KB. Such amount of data stored in database will lower its ef-

ficiency. To resolve this problem some of the data (about 1%) have to be 
loaded into RAM memory and serve as indexes for faster searching. It 

means that additional 16GB of memory will be required per each year. In 
first years of system usage vertical scalability of system will be enough. In 

the following years, a cluster solution will be required (as described in 
4.4). 

6.1.1. Hardware description 

KB server 

KB Server - knowledge base can store 109 triples per year and requires 
hardware as below: 

 CPU: 64bit Intel Xeon architecture, 8-Cores (two Quad-Core proces-
sors) 

 RAM: 48 GB of memory 

 Storage: RAID Disk Array, 5 disks 750GB each 

It is possible to organize KB as a cluster. 

Object Storage machine 

Average required disk space is 12TB per year. It requires hardware as 
presented below: 

                                    
28

 This is a very safe estimation, with assumption that some additional information about each triple is 
also saved – e.g. MD5 checksum, indexes etc. 
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 CPU: 64bit Intel Xeon architecture, 8-Cores (two Quad-Core proces-
sors) 

 RAM: 32 GB of memory 

 Storage: external NAS 200TB 

It is possible to replace expensive NAS server by cluster of PCs which may 
be a cheaper solution. Then it requires more than one machine, but every 

machine may be a much smaller and cheaper than it is described above. 
Example configuration for DFS storage: 

 masterNode (NameNode in HDFS): 

o CPU: Intel Core 2 Quad  

o RAM: 8GB 

o Storage: 5TB 

 slaveNode (DataNode in HDFS): 

o CPU: Intel Core 2 Duo 

o RAM: 4GB 

o Storage: 5TB 

In DFS with 10 slaves and one master node total disk space is about 

50TB, but if replications of data is on, then real disk space is divided by 
replication factor (if replication is 2 then total space is 25TB). If more 

space is required then new slave machines could be added, or additional 
disks can be installed in current slave machines. 
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7. Development process 
In general, development process of the WKI DS resembles the develop-

ment of any other WKI service. Technically speaking, the WKI DS is a ser-
vice as any other, so all rules and recommendation described in D6.1.2 

are applied here as well. Testing, usage of CI server and Maven artifacts, 
code reviews, etc. – all these tools will also be used to develop the WKI 

DS and assess its quality. 

However, there are some differences between the WKI DS and every 

other WKI service. Some properties of the WKI DS influence the develop-
ment process. The next section describes them. 

7.1. Properties of the WKI DS 
First of all, the WKI DS is used by other services more often than any 
other service. It is reasonable to say, that every service connects with the 

WKI DS in order to retrieve or store some data. This implies, that the WKI 
DS will receive more requests than any other service, and its the perform-

ance will be crucial for the whole system. To make sure that the WKI DS 

will not become a performance bottleneck, special measures have to be 
taken (see section 8.1). 

Secondly, the WKI DS makes heavy use of 3rd party libraries that are re-
sponsible for actual management of stored resources. Taking into consid-

eration timeframe of the WKI project, it is expected that actually used 
versions of these libraries will be replaced by newer ones29, if these newer 

versions offer some capabilities interesting from the WKI DS perspective. 
This means, that the WKI DS may have to adopt to the changed API of 3rd 

party libraries. The design of the WKI DS have to anticipate it, and appro-
priate steps (like proper use of additional abstraction layers) needs to be 

taken in order to diminish the impact of such changes on the code. Sec-
tion 10.3 discusses this problem. 

Thirdly, the change of the WKI DS API will affect all the services which use 
it. It was mentioned earlier, that the WKI DS will be used by many ser-

vices, which means, that preserving backward compatibility of the WKI DS 

API is very important. Instability of this API would increase the amount of 
integration work done by WP6. Also, one can imagine a situation, where 

some API changes would be impossible to be ―fixed‖ by WP6 (with adapt-
ers, message processors and other tools available in the integration 

layer). In such case, all services using the WKI DS API would require a 
change of their code. Such situation should be avoided by preserving 

backward compatibility of the API. 

                                    
29

 For example, Apache JackRabbit is getting close to releasing version 1.6.0 (and version 2.0 is also 
along the road). 
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7.2. Iterative approach 
The development process of the WKI DS is strictly related with the devel-
opment of the WKI services. The list of the WKI services, presented in 

D6.2.1, is not complete yet. New services are likely to emerge, and it is 
expected, that the API of existing services will undergo some changes. 

Because of this, it is impossible to establish a fixed API for the WKI DS, 
and simply develop all functions required to satisfy it. Iterative develop-

ment approach, with regular feedback from customers (WPs), seems to be 

more plausible here. 

The goals (in terms of required API) for each iteration would be based on 

the actual needs of the WKI services. This does not change the fact, that 
the main work on the WKI DS – e.g. regarding its performance capabilities 

– would be carried out all the time. The iterations are planned to adapt to 
the changes in environment that the WKI DS will operate. At the same 

time, a lot of communication with WPs is planned to anticipate events and 
to prevent eventual problems of inconsistent expectations regarding the 

WKI DS API. 

Each iteration will take about 3 weeks and will result in release of the new 

versions of the WKI DS. Every release will be well documented and 
changelogs will be announced, thus WPs will be well informed about the 

changes in the latest version. 

7.3. The WKI DS artifacts 
Creation of the WKI DS artifacts will proceed according to process de-
scribed in D6.1.2. Every artifact will be created on the CI server and de-

ployed to the Maven repository. Build reports (test reports, code coverage 
reports, static checkers reports) will be available for inspection via web 

interface of the CI server. 

7.4. Integration 
Due to the strong links between the WKI DS and other WKI services, the 

integration of the WKI DS into the whole WKI System is a crucial part of 
development. Integration will be performed by WP6. Staging environment 

(described in D6.1.2) will be used to examine if the WKI DS cooperates 
properly with other WKI services. 

The integration will follow the development iterative approach. Each itera-
tion ends with release of the new WKI DS, and this artifact will be inte-

grated into the WKI System. The integration includes: 

 introduction of necessary environment changes (e.g. installation of 

RDBMS required by the latest version of the WKI DS), 

 deployment of the WKI DS artifact to the WKI System, 
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 execution of integration, functional and performance tests (see sec-
tion 8.2). 

7.5. Development schedule 
Task T.6.4 ―Design, architecture and implementation of the knowledge 
base‖ lasts till M18. In M18 the WKI DS will be ready to be used in enter-

prise class systems. 

Interfaces of the WKI services are not stable yet. The second version of 

the WKI System API is scheduled for M24 (first version is presented in 

D6.2.1, M12). This means that not all the WKI services will be ready in 
M18 – some of them will not even be planned (in terms of API). This 

poses a serious threat to the WKI DS which must be ready six months 
earlier. 

The solution proposed by WP6 is as follows. The API of the WKI DS will be 
fixed in M18, and it will be WKI services responsibility to adept to this API. 

This means, that the WKI DS API needs to be discussed with all the WPs 
to give them chance of introducing changes required by their future ser-

vices. 

Another issue is fine-tuning of the WKI DS. As stated in section 8.2.4, pat-

terns of user behaviour will not be known until use-case applications are 
released. Only after this, the fine-tuning can be performed. Even though it 

will definitely happen after M18, WP6 treats it as its duty, and such fine-
tuning will be performed based on the data collected during test runs of 

the use-case applications. 
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8. Quality Assurance 
Quality assurance (QA) can be defined as ―systematic process of checking 

to see whether a product or service being developed is meeting specified 
requirements‖ [4]. The main goal of QA activities is to create a product 

which: 

 is suitable for intended purpose, 

 is free of errors (bugs). 

The WKI Data Storage is the central part of the WKI System. If it does not 

fulfil the requirements of WPs, or if it does not work in reliable way, then 
the whole system will not work as expected. The WKI DS must be reliable, 

error-free, predictable and fast. It also should scale well to address grow-
ing needs (amount of stored data) of applications that WP7 will create. 

This sections describe measures taken by WP6 to ensure that the final re-
sult of the WKI DS development will be of the highest quality. 

8.1. Static code checkers 
The code of the WKI DS is constantly analyzed by static checkers (i.e. 

PMD30 and Findbugs31) as described in D6.1.2. This is the part of a build-
ing process. Reports of static code analysis are generated during builds on 

the CI server. 

8.2. Tests plan 
D6.1.2 presented tests plan for the WKI System. This section concentrates 

on tests that examine functional and non-functional aspects of the WKI 
DS. 

Theory of software testing mentions various types of tests  
(e.g. unit, integration, functional, performance, scalability). It is a com-

mon knowledge that for every project these tests should be used in differ-
ent proportions, in match with project specific properties. For project such 

as the WKI DS, which role is to integrate various technologies and provide 
a fast and scalable solution, the emphasis should be put on higher level 

tests (integration, functional, performance, etc.). It does not mean that 

unit tests should be neglected - unit tests are regarded as ―a must have‖ 
for every project and their positive impact on product’s quality has been 

recognized by IT industry. 

                                    
30

 http://pmd.sourceforge.net/ 

31
 http://findbugs.sourceforge.net/ 
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This section presents tests that are planned for examination of the WKI 
DS. Tests types where described in D6.1.2 – here only short information 

about each type is provided. 

8.2.1. Unit tests 

Unit tests are used to check if the smallest building blocks of the project 
(i.e. classes) work according to their specification. 

In case of the WKI DS unit tests are the standard element of code devel-
opment. They are written using TestNG32 framework and executed during 

Maven build (on local environment). Builds performed by CI server gener-

ate code coverage reports. 

8.2.2. Integration tests and functional tests 

The goal of the integration tests is to examine connection between devel-
oped code and 3rd party libraries, which implementation is outside the 

reach of developers. 

Integration tests examine cooperation with the following technologies: 

 Spring (proper configuration with Spring-based xml files), 

 OSGi, Spring-DM, FuseESB (validity of OSGi bundles, successful de-

ployment to FuseESB platform). 

Integration with Spring is examined with test classes inheriting from Ab-
stractTestNGSpringContextTests provided by Spring framework. 

In case of the WKI DS it is hard to distinguish between integration tests 

and functional tests. For example, integration with Apache JackRabbit is 
―tested‖ during compilation phase, but it is also checked much more thor-

oughly in runtime, during execution of functional tests. 

8.2.3. Functional tests 

Functional tests examine project from client’s33 point of view. The project 
is tested via its interface of any kind – be it API or UI. 

In case of the WKI DS, functional tests examine invocations of API meth-
ods exposed by the WKI DS. These tests include: 

 storage of files and metadata, 

 retrieval of files and metadata, 

 search. 

                                    
32

 http://testng.org 

33
 “Client” in broad sense – in the case of web application, a client is a Internet user, while in case of 

library, a client is another library that makes use of it. 
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The goal of functional tests is to see if functionality works as expected, not 
―how‖ it works. Properties of these functionalities (e.g. performance) are 

not the subject of functional tests and are handled separately by different 
kinds of tests. 

8.2.4. Performance tests 

In the previous section the importance of performance tests for the WKI 

DS was stressed. This section provides information on performance tests 
for the WKI DS. 

Test data 

If performance tests are to deliver meaningful results, tests data must re-

semble the real production data. If characteristics of production data is 
unknown, then the test data can be prepared based only on guesses, 

which is the weakens of the credibility of tests. Progressing development 

of the WKI services will enhance information concerning production data, 
which in turn will result in better prepared test data. 

In case of any storage, amount of data already stored affects the per-
formance of operations. This means that before performance tests are 

executed, the WKI DS must be filled with some data. This data, and data 
used directly for tests, will be created based on information from WPs. For 

example, WP2 will provide example data generated by visual analysis and 
speech recognition tools. 

Users behaviour 

Apart from the data itself (e.g. size of uploaded files, number of metadata 

for each file, etc.) also patterns of users’ behaviour is important for test-
ing. Is the number of request rather constant (which is probable for CSG 

use-case application), or does it have sudden peaks of user activity sepa-
rated by long period of silence (as can be expected of the ER use-case ap-

plication) ? Without having such information, no fine-tuning of the WKI DS 
can be performed. And such information will not be available in the next 

few months. 

In fact, the real behaviour of the users, will not be known until the project 

is deployed to production use. This is a common problem of every applica-

tion, and the WKI System is no exception here. Before the patterns of be-
haviour of real users are known, only some estimated values can be 

taken/used as a base for testing. It is especially challenging in case of the 
ER use-case, where really interesting patterns (peaks of activity) will not 

happen until the real emergency situation happens. 

Planned tests 

Planned performance tests are strictly related to the requirements (see 
section 2) and expected end-users behaviour. 



   D6.3– v. 0.3 

 

Page 52 

Performance tests should examine the most typical operations performed 
by the WKI DS: 

 upload of data, 

 retrieval of data, 

 searching. 

Taking into consideration types of data stored in the WKI DS, the following 

kind of data should be considered for test: 

 semantic data, 

 content, 

 entities. 

Tests of searching are the most demanding. Firstly, they require presence 

of well prepared data in the WKI DS. Secondly, as it is stated in the re-
quirements section (section 2.3), the WKI DS will provide various 

searches: fulltext search, semantic search and search by metadata. 

During performance tests the time of execution of each operation is 

measured and confronted with allowed values. It is obvious, that time of 
execution depends on hardware. Performance tests have to be executed 

on the environment that resembles the production environment. In case 
of the WKI System, such tests will be performed on staging environment 

and production environment (described in D6.1.2). 

It is worth to notice, that performance tests are very time consuming. 

Sole preparation of the testing environment (e.g. uploading of data to the 
WKI DS to check how it behaves with some data already stored) may take 

a lot of time (measured in hours). Test execution – e.g. upload of 500mb 

files – is also a lengthy process. These factors also must be taken into ac-
count during preparation of test. 

In case of performance tests not only actual results are important, but 
also historic values. Comparison with previously obtained results allows to 

answer the crucial question ―is the performance of the WKI DS getting 
better or is it getting worse ?‖. In order to be able to obtain such informa-

tion, test results will be stored in simple text format, and then processed 
with commonly available tools (e.g. GnuPlot34). Such processing can be 

easily integrated into the automatic testing process. 

8.2.5. Regression tests 

Regression testing is used to make sure that features of application that 
worked correctly still works as intended. This kind of tests should be run 

especially after introduction of any changes. 

                                    
34

 GnuPlot is http://www.gnuplot.info/ 
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Due to the fact that changes (both of libraries used and of API) are likely 
to be present during the development of the WKI DS, regression tests 

must also be present to counterweight them. 

Good design practices minimize dependencies between components, thus 

helping to avoid the ―rippling effect‖, in which change introduced in one 
place of the project causes uncontrollable changes in other places. How-

ever, in general, it is impossible to predict the effects of every change in-
troduced to the system. Safety net of regression tests helps to find such 

errors.  

This ―safety net‖ will play its part only if regression tests can be executed 
often enough. Even in case of middle-size project, it is impossible to exe-

cute all the tests by hand after any change to the system. Automation of 
tests is the crucial aspect of regression testing. 

Suite of regression tests can consist of tests of various kinds – unit, inte-
gration, functional, performance, etc. This variety of tests can cause re-

gression tests to be time consuming. This in turn can make it impossible 
to execute regression tests very often. If they are not executed often 

enough, then the feedback about mistakes may be provided too late. 

Smoke tests 

The solution to this problem is to sacrifice completeness of regression 
tests for rapid feedback. Popular approach known as ―smoke tests‖35 ad-

vises to separate a subset of regression tests and execute this small sub-
set after each change. The whole suite of regression tests is executed re-

spectively less frequently.  

In case of the WKI DS a suite of smoke tests might be composed of: 

 subset of unit tests (e.g. no need to check all the corner cases in the 
whole project), 

 subset of functional tests (e.g. no need to upload different media 

types, one will suffice). 

There are no integration tests listed, because integration errors will be 

found during execution of functional tests36. 

Smoke tests can inform developers that something is very wrong with the 

project (e.g. part of it is not functioning at all). During smoke tests no de-
tails are examined, and more profound testing is needed. Smoke tests do 

not replace thorough examination of the system but they complement it, 
giving quick feedback if something is totally broken. 

                                    
35

 Name „smoke tests” comes from engineering: if a machine is broken, it is enough to run its basic 
functionality to observe the smoke coming out of it. 

36
 If errors occur, than it will be time to execute integration tests to better pinpoint the problem. 



   D6.3– v. 0.3 

 

Page 54 

9. Ontologies 
The WKI project relies heavily on semantic data. Because of this, ontolo-

gies are a natural way of representing data. This section present the pro-
gress in selection of ontologies for the WKI System. 

From the beginning of the WKI project, there is a discussion about ontolo-
gies that should be used to store and exchange information in the system. 

The final set of ontologies has not been chosen yet. 

In the next two sections - 9.1 and 9.2 - the outcome of discussion in form 

of the list of potentially interesting ontologies is presented. Section 9.3 
describes ―Formal model of events‖ ontology, which is considered to be 

used by various event-based components developed in the WeKnowIt 
Project. 

9.1. Collection of common ontologies 
Table 5 lists noteworthy common ontologies. 

Acronym  Name  
Pro-
poser  

Comment  

COMM37 
Core Ontology for Mul-

timedia  
UoKob  

 

FOAF38  Friend of a Friend  SMIND  
 

SIOC39  
Ontology for Social Net-
works  

USFD  
 

SKOS40  
Simple Knowledge Or-
ganization System  

USFD  

SKOS is the preferred representation 
for SIOC categories.  

It is used to represent geographical 
feature types in the GeoNames da-
tabase/ontology.  

GeoNames41  GeoNames  USFD  

Creative Commons database.  

It contains over eight million geo-
graphical names and consists of 6.5 

                                    
37

 http://comm.semanticweb.org/ 

38
 http://www.foaf-project.org/ 

39
 http://sioc-project.org/ 

40
 http://www.w3.org/2004/02/skos/ 

41
 http://www.geonames.org/ 
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million unique features whereof 2.2 
million populated places and 1.8 mil-

lion alternate names.  

Table 5 Common ontologies 

9.2. Emergency Response related ontologies 
Table 6 presents ontologies that are interesting for Emergency Response 

use-case. 

Acronym  Name  Proposer  Comment  

EIIF42  

Emergency Informa-

tion Interoperability 
Framework  

USFD  

Their mission is to review and analyse 
the current state-of-the-art in vocabu-
laries used in emergency management 

functions, and to investigate the path 
forward via an emergency manage-

ment systems information interopera-
bility framework.  

 

AN OPEN ONTOLOGY 
FOR OPEN SOURCE 

EMERGENCY RE-
SPONSE SYSTEM43 

by Paola Di Maio  

USFD  
 

 

Ontolog Technical 

Discussion: Ontology 
Applications in 

Emergency Re-
sponse44 - Thu 25-
Jan-2007  

USFD  
The page provides information about 

the event including presentation slides.  

 

Ontologies for Disas-

ter Management Re-
sponse45 by W Xu, S 

Zlatanova  

USFD  
 

 

The Application of 

Advanced Knowledge 
Technologies for 

USFD  

Some work done involving USFD, not 

directly Ontology related but has some 
discussion concerning the issues.  

                                    
42

 http://www.w3.org/2005/Incubator/eiif/ 

43
 http://opensource.mit.edu/papers/TOWARDS_AN_OPEN_ONTOLOGY_FOR_ER.pdf  

44
 http://ontolog.cim3.net/cgi-bin/wiki.pl?ConferenceCall_2007_01_25  

45
 http://www.gdmc.nl/zlatanova/thesis/html/refer/ps/WX_SZ_2007.pdf  
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Emergency Re-
sponse46 by Potter, 

S., et al.  

Table 6 Ontologies related to Emergency Response use-case 

9.3. Formal model of events 
The event detection, clustering, annotation, and sharing in event-based 
systems is typically realized in many different software components and 

proprietary solutions using a large variety of internal data models for 
events, making their integration a challenging task. To tackle this chal-

lenge, we developed a formal model of events called F, based on the 
foundational ontology DOLCE+ Ultra Light47. Such a formal representation 

of events might be useful for the interoperability among the various 
event-based components developed in the WeKnowIt Project. 

Existing solutions typically focus on the technical level of event manage-
ment, and processing of low-level signals and actions. With F, we pursue 

an approach of describing events on domain-level and as happens in the 
real world, respectively. These events are subject to discussion and inter-

pretation by humans, and due to this they differ very much from the low-
level events. Domain-level events may be very complex and linked to a 

variety of modeling aspects and requirements. We have derived the re-

quirements from existing models in various domains such as music, jour-
nalism, multimedia, news, cultural heritage, and knowledge representa-

tion [20, 19, 6, 18, 16, 5, 17]. Identified requirements are representing 
participation of living and non-living objects in events, temporal duration 

of events, and spatial extension of objects. In addition, three kinds of 
event relationships shall be supported, namely the mereological relation 

(composition of events), causal relation, and correlative relation. The 
common model F shall also support the experiential aspect, i.e., the anno-

tation of events and objects with sensor data such as media data, and al-
low for different interpretations of events. Existing models almost fully 

support participation, time and space, and the experiential aspect. How-
ever, they substantially lack in the mereological, causal, and correlation 

relationships and event interpretations. 

Our designing of F, is based on the foundational ontology DOLCE+ Ultra 

Light and follows its pattern-oriented ontology design approach. More pre-

cisely, we use specializations of the descriptions and situations (DnS) on-
tology pattern to provide formally precise representations of different con-

textualized views on events. This is required for modeling and describing 
domain-level events, i.e., the different aspects of happenings in the real-

                                    
46

 http://eprints.ecs.soton.ac.uk/13926/1/2007-iscram-akt-e-response_8.pdf 

47
 http://wiki.loa-cnr.it/index.php/LoaWiki:DOLCE-UltraLite 
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world. For designing F with respect to the requirements, specialized in-
stantiations of the DnS ontology pattern have been defined for the partici-

pation of objects in events, mereological, causal, and correlative event 
relationships, event documentation, and event interpretation. Time and 

space are realized by the participation pattern and mereology pattern, re-
spectively. Here, DOLCE-aligned ontology modules for temporal and spa-

tial relations can be used. F distinguishes from existing models by its sup-
port for causal and correlation relationships and event interpretations.  

With F, we can create and exchange sophisticated descriptions of real 

world events. For example, in the domain of emergency response in the 
WeKnowIt project one can model the participation of citizens in an emer-

gency incident using an instance of the participation pattern. If the inci-
dent is a flood, one may speculate about the cause for the flood applying 

an instance of the causality pattern, and possibly also using the correla-
tion pattern. A flood may typically be composed of multiple events, which 

are modeled using instances of the composition pattern. Thus, for describ-
ing an event, different instances of the F patterns are combined, each of 

them providing a specific part of the event description. As there might be 
different opinions about the cause of the flood, there can be multiple in-

stances of the causality pattern. To manage these multiple instances of 
the causality pattern (or other patterns), the event interpretation pattern 

is used to form different nexuses of the pattern instances and providing 
different views onto the same event. Thus, the interpretation pattern sup-

ports reusing parts of event descriptions on the level of pattern instances. 

In the WeKnowIt project, several event-based components provided from 
WP1 to WP5 are dealing with event information. They need to exchange 

event descriptions like the one above. To integrate them and to effectively 
communicate event descriptions, they may leverage the formal model of 

events F. The ontology and examples demonstrating the full use of F are 
available from http://isweb.uni-koblenz.de/eventmodel/. 

http://isweb.uni-koblenz.de/eventmodel/
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10. The WKI DS prototype description 
The WKI DS prototype consists of OSGi bundles which provide functional-

ity of storing and retrieving documents. 

10.1. Installation 
Prior to the WKI Data Storage installation the WKI System should be in-

stalled and started. All information regarding installation process of the 
WKI System can be found in the ―How to install the WKI System‖ guide 

(included in D6.2.1). 

Some components may require access to the database. In that cases re-

quired database should be installed, configured and started before deploy-
ing Data Storage bundles into the WKI System. More information about 

components configuration can be found in section 10.2. 

The installation procedure consists of the following steps: 

 unpack archive to the WKI System home directory (all components 
are packed to one archive and attached to this document) – 

wki_ds_prototype folder will be created, 

 create directories in the WKI System home directory: fs_cr_repo 

and koda_jcr_repo – these folders will be used for filesystem and 

JCR repository respectively, 

 copy deploy_wki_ds_bundles.sh script from wki_ds_prototype folder 

to the WKI System home folder, and execute it there – it will copy 
all bundles and configuration files to appropriate folders of the WKI 

System, 

 check in the WKI System console if all newly deployed bundles are 

in the Active state, as presented in Figure 13. 

 

 

Figure 13 Active OSGi bundles of the WKI DS 
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10.2. WKI Data Storage Configuration 
The WKI DS uses MySQL RDBMS as a persistence layer for data storage. 
More information about MySQL can be found in section 5.4.  

For test purposes the WKI DS can use HSQLDB48 database, which can be 
run in memory-only mode which stores data in memory (RAM). 

Several bundles require proper configuration before they can be used. All 
configuration-related files can be found in the configs directory within 

WKI System. All bundles are presented in section 10.3. 

It is important to notice, that all paths in configuration files start with 

${WKI_HOME} variable. 

10.2.1. Configuration during runtime 

It is possible to change configuration while the system is running. To do 

so, it is necessary to reload that component using refresh command in 

the WKI System shell. For example, to reload configuration for a bundle 
deployed with ID 140, it is necessary to execute the following command in 

the WKI System shell: 

 osgi refresh 140 

10.2.2. Configuration of koda-db 

Koda-db component uses Jena49 framework which is configured to use re-

lational database. It requires database-specific configuration properties 
set. All configuration parameters for koda-db are kept in the koda-

db.properties file. This file allows to define JDBC driver class-name, JDBC 

connection URL, database user name and user password. Listing 1 

presents default content of koda-db.properties file: 

kdb.driver.name=org.hsqldb.jdbcDriver 

kdb.database.url=jdbc:hsqldb:mem:kdb 

kdb.user.name=sa 

kdb.user.password= 

Listing 1 koda-db.properties 

10.2.3. Configuration of koda-fscr 

Configuration of this components is stored in koda-fscr.properties file. 

This file defines where files should be stored. Example configuration is 

presented on Listing 2. The only parameter in this configuration file de-

                                    
48

 http://hsqldb.org 

49
 http://jena.sourceforge.net/, see section 5.3 
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notes that all the files stored by file system storage will be kept in 
${WKI_HOME}/fs_cr_repo folder. 

fs.cr.repository.directory=${WKI_HOME}/fs_cr_repo 

Listing 2 koda-fscr.properties 

10.2.4. Configuration of koda-jcr 

The koda-jcr component contains two configuration files: 

 koda-jcr.properties 

 repository-jcr.xml 

koda-jcr.properties file 

The first configuration file - koda-jcr.properties – contains main koda-jcr 

component parameters: 

 directory where JCR repository should store files 

(jcr.repository.directory property), 

 path to internal JCR configuration  
(jcr.configuration.path property), 

  JCR user name and password  

(jcr.login and jcr.password properties). 

Listing 3 shows an example configuration of koda-jcr.properties file. 

jcr.repository.directory=${WKI_HOME}/koda_jcr_repo 

jcr.configuration.path=${WKI_HOME}/configs/repository-jcr.xml 

jcr.login=user1 

jcr.password=pass 

Listing 3 koda-jcr.properties 

repository-jcr.xml file 

The current version of WKI DS is by default configured to use Apache 

JackRabbit as a JCR provider (see 5.1). Its internal (JCR provider-specific) 
configuration is stored in the repository-jcr.xml file.  

By default, Apache JackRabbit is configured to store its data in the 

HSQLDB. JCR can be switched from the memory-only mode to the server 
mode by replacing HSQLDB with another RDBMS, for example MySQL. Fol-

lowing steps are required to do so: 

1. install and run MySQL Server, 

2. create an empty database for JCR – it will create appropriate tables 

during first connection, 

3. replace Persistence Managers configuration in repository-jcr.xml 

with fragment presented on Listing 4. 
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     <PersistenceManager 

class="org.apache.jackrabbit.core.persistence.bundle.MySqlPersistenceMan

ager"> 

  <param name="url" 

value="jdbc:mysql://localhost:port_number/database_name?useUnicode=true&

amp;characterEncoding=UTF-8"/> 

  <param name="user" value="username" /> 

  <param name="password" value="password" /> 

  <param name="schemaObjectPrefix" value="con_"/> 

 </PersistenceManager>    

Listing 4 repository-jcr.xml - PersistentManager configuration 

Configuration parameters have the following meaning: 

 port_number is the port where MySQL Server is available (usually 

3306), 

 database_name is the name of database prepared for JCR, 

 username and password are credentials to access MySQL. 

10.3. Description of the WKI DS OSGi bundles 
The WKI DS consists of few OSGi bundles. Each OSGi bundle is build inde-
pendently. Such division helps to manage the code and introduce changes 

better, what affects only selected parts of the WKI DS project. 

10.3.1. Possibility of changes 

Before discussing the details of each WKI DS bundle, let us mention one 
important feature of the WKI DS design in general - the WKI DS is open to 

introduction of new implementations of storages (both in case of Object 
Storage and Knowledge Base). The importance of this issue is described in 

section 7.1. There are three design decisions that allow to achieve such 
flexibility: 

1. Firstly, the use of interfaces allows to have more than one imple-
mentation of required functionality. In case of the Object Storage 

IContentRepositoryStorage interface has currently two implementa-

tions, which provide access to file system storage and Apache Jack-

Rabbit storage. In case of the Knowledge Base, interface 
IDataStorageManager plays the same role, allowing for different im-

plementations. 

2. Secondly, the use of Spring framework to configure the WKI DS al-
lows to avoid hardcoding of configuration decisions in the source 

code. 

3. Thirdly, the use of OSGi for services management cycle allows for 

example to: 

a. introduce new storages during the runtime of the system, 
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b. change configuration of existing storages during the runtime. 

10.3.2. Overview of the WKI DS bundles 

Table 7 presents the most important of the WKI DS bundles. 

 

Name Description Section 

koda-cr Stores and reads content from the Object 
Storage. 

10.3.3 

koda-fscr File system storage. 10.3.4 

koda-jcr Apache JackRabbit storage. 10.3.5 

koda-db Stores and reads data from the Knowledge Base. 10.3.4 

wki-ds The API of the WKI DS. 10.3.7 

other  Bundles like wki-commons, which provides 
common functionalities used by other WKI DS 

bundles. 

--- 

Table 7 Main WKI DS bundles. 

The next sections provides more detailed information about the content 
and design of each OSGi bundle. 

The general naming rule is that names of interfaces starts with big ―I‖ 
(e.g. IContentRepositoryReader) and all implementations are in impl 

packages. 

10.3.3. koda-cr 

This bundle provides API for storing and retrieving content from the Ob-
ject Storage. After koda-cr bundle is deployed to the WKI System, it ac-

cesses the OSGi registry to get information about all active data storages. 

All requests for storing/retrieving of content are managed by koda-cr, 

which, depending on its configuration, invokes methods of appropriate 
storage (e.g. koda-fscr, koda-jcr). 

To understand the interplay between repository readers and repository 

writers (see section 4.1) it is important to realize, that from the WKI DS 
point of view content is always in some storage. For example, file that was 

uploaded by web application to the temp folder, is treated as it was stored 

in file system storage, and is accessed (retrieved) using koda-fscr service. 

Figure 14 presents classes of the koda-cr bundle. All content repository 

readers implement IContentRepositoryReader, and content repository 

writers implement IContentRepositoryWriter. Both of these interfaces are 
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registered in the OSGi Registry, which means that their methods are 
available for others services. 

IURIDeterminer is used by repository readers to choose the most suitable 

storage for retrieving content. This is important, providing that the same 
content is stored in different storages (probably on different machines). In 

such case, IURIDeterminer is used to decide, which one offers the fastest 

access. 

 

Figure 14 UML diagram of koda-cr classes 

Figure 15 shows the process of storing content in one of the persistent 

WKI DS storages. This process starts when document is uploaded (e.g. by 
web application) to temporary folder on the local filesystem. This docu-

ment (of IDocument type) with URI of temporary content location is passed 

to ContentRepositoryWriter service. Then, the content is read from tem-

porary storage and is stored in one of the persistent repositories (provided 
by koda-jcr in this example). As the result URI of new content location is 

returned and added to URIs listed in document object. 
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Figure 15 Storing of content in koda-jcr repository 

10.3.4. koda-fscr 

FSContentRepositoryStorageImpl implements IContentRepositoryStorage 

interface and provides methods of storage/retrieval of content, using local 
filesystem. This implementation of the Object Storage is used mainly to 

retrieve files that were uploaded by external applications (e.g. to temp 

folder). 

 

Figure 16 UML diagram of koda-fscr classes 

10.3.5. koda-jcr 

The IContentRepositoryStorage interface is implemented in koda-jcr bun-

dle by ContentRepositoryStorageImpl. This implementation provides 

methods of storage/retrieval of content, using Apache JackRabbit content 

repository. Figure 17 presents an UML diagram of koda-jcr classes. 
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Figure 17 UML diagram of koda-jcr classes 

10.3.6. koda-db 

This bundle provides API for accessing the Knowledge Base. 

IDataStorage and IDataStorageManager are the most important interfaces 

of koda-db component. 

IDataStorage provides API storage and search of metadata. These me-

thods are available for others services via IDataStorage interface exposed 

as OSGi service. 

IDataStorage uses the methods provided by IDataStorageManager to man-

age the metadata storage. IDataStorageManager was introduced to provide 

the common API for various types of metadata storage implementation. 

Current version of the WKI DS uses Jena implementation of 
IDataStorageManager. Possible change to different triplestore solution (e.g. 

Sesame50) will require only writing of new implementation of this inter-

face. 

When component koda-db is registered in OSGi environment 

DataStorageManager is initialized. This initialization is triggered by a 

DataStorageRegistrationListener specified in koda-db OSGi configuration 

file in the service definition section. For example, during initialization 
phase, a connection to the database can be established. 

                                    
50

 http://www.openrdf.org/ 
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Figure 18 UML diagram of koda-db classes 

10.3.7. wki-ds 

The wki-ds component provides the API to use the WKI DS by client appli-

cations, or other services such as WP1_ManageItem. The API methods are 
described in section 11. Figure 19 presents an UML diagram of wki-ds 

classes. 
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Figure 19 UML diagram of wki-ds classes 

10.4. How to use the WKI DS prototype 
After deployment of the WKI System, the wki-ds component registers its 

services in the OSGi registry, and is accessible only via this registry. 
Therefore, this component’s interface is available only for components de-

ployed within the same OSGi environment. In order to access WKI DS 
service client component needs to create OSGi reference to that service, 

using OSGi registry. 

Creation of references to the wki-ds component by other services can be 

performed in two ways – with BundleActivator (programmatically), or with 

Spring Dynamic Modules (declaratively). 

In both cases: 

 the wki-ds service is referenced by fully qualified name of exposed 
interface: eu.weknowit.datastorage.IWkiDataStorage. 

 WKI DS packages – eu.weknowit.datastorage and 

eu.weknowit.datastorage.exceptions - should be added to import 

bundles list in bundle configuration, 

 appropriate dependency needs to be added in a dependencies sec-
tion of Maven configuration (pom.xml file) of this application (Listing 

5). 

<dependency> 

 <groupId>eu.weknowit.datastorage</groupId> 

 <artifactId>wki-ds</artifactId> 

 <version>1.0-SNAPSHOT</version> 
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</dependency> 

Listing 5 pom.xml entry - dependency on the WKI DS 

Retrieving reference to wki-ds with Bundle Activator 

org.osgi.framework.BundleActivator is an interface that can be imple-

mented to perform some actions on starting and stopping of the bundle. It 
has to be added to the MANIFEST.MF, so OSGi framework is aware of it. 

Listing 6 shows fragment of Maven configuration, that will result in addi-

tion of proper values to the MANIFEST.MF file. 

<plugin> 

  <groupId>org.apache.felix</groupId> 

  <artifactId>maven-bundle-plugin</artifactId> 

  <configuration> 

    <instructions> 

      ... 

 <Bundle-Activator> 

   fully.qualified.class.name.of.ActivatorClass 

      </Bundle-Activator> 

    </instructions> 

  </configuration> 

</plugin>  

Listing 6 Configuration of BundleActivator in pom.xml 

The class implementing BundleActivator interface must implement its 

start(BundleContext bundleContext) method, and retrieve the reference 

to the wki-ds service from bundleContext (see Listing 7). 

public void start(BundleContext bundleContext) throws Exception {           

  ServiceReference ref =  

    bundleContext.getServiceReference( 

      IWkiDataStorage.class.getName()); 

  wkiDataStorage = (IWkiDataStorage) bundleContext.getService(ref); 

}  

Listing 7 Configuration of BundleActivator in pom.xml 

Retrieving reference to wki-ds with Spring Dynamic Modules 

To obtain reference to wki-ds service with Spring DM the following steps 
have to be performed: 

 use Spring Dynamic Modules configuration to get OSGi reference of 

this service, as presented on Listing 8. 

 <OSGi:reference id="wkiDatastorageReferenceOSGi" 

           interface="eu.weknowit.datastorage.IWkiDataStorage”   

       cardinality="1..1" /> 

Listing 8 Obtaining of the WKI DS service with Spring DM 
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If the WKI DS service instance is to be accessed using Spring Dynamic 
Modules, and OSGi:reference entry was added to application’s Spring con-

text (Listing 8), it is possible to inject DS service instance into beans de-

fined in the Spring context directly. Basic example of such injection are 
presented on Listing 9 and Listing 10.  

<bean id="wkiExampleService" class="eu.weknowit.impl.WkiExampleService"> 

 <property name="wkiDataStorage" ref="wkiDatastorageReferenceOSGi" /> 

</bean> 

Listing 9 Spring configuration that injects the WKI DS service 

package eu.weknowit.impl; 

 

/* Service that uses instance of IWkiDataStorage service */ 

public class WkiExampleService { 

  /* field where WKI DS instance will be injected */ 

  private IWkiDataStorage wkiDataStorage; 

  .... 

  /* setter used by Spring to inject service instance */ 

  public void setWkiDataStorage(IWkiDataStorage wkiDataStorage) { 

    this.wkiDataStorage = wkiDataStorage; 

  } 

  .... 

} 

Listing 10 Java class with WKI DS service injected by Spring 

Usage of the WKI DS API 

After completing steps described in the previous section, wkiDataStorage 

object can be used in the application. 

More comprehensive example showing how to get access to interface pro-
vided by OSGi services is provided in guideline included in D6.2.1. 

The API of the WKI DS is presented in section 11. 



   D6.3– v. 0.3 

 

Page 70 

11. The WKI DS API 
The WKI DS API provides access to resources stored in the WKI Data 

Storage. This API shields other services from need of dealing with each 
storage separately. The task of properly addressing the requests to ap-

propriate storage is handled by the WKI DS transparently. 

This section presents current API of the WKI DS. Future enhancements 

are described in section 0. 

11.1. Methods description 
WKI Data Storage API provides methods for: 

 searching the data storage, 

 adding new documents to the DS, 

 adding new metadata to document, 

 acquiring contents of a document. 

Detailed description of all API methods is provided in the following sec-
tions. 

11.1.1. executeQuery 

String executeQuery(String sparqlQuery) throws 

WkiDataStorageException 

This method executes SparQL query in the KB (Knowledge Base) – sub-

component of the WKI DS (see Figure 1) responsible for keeping all meta-
data for stored documents. SparQL language description can be found at 

http://www.w3.org/TR/rdf-sparql-query. 

If any problem occurs during the execution of execQuery method, then 

WkiDataStorageException will be thrown. 

Usage examples 

Code examples presented in this section assume, that the wkiDataStorage 

object has been retrieved from the OSGi registry (as described in section 

10.4), and was stored in wkiDataStorage variable. 

Code fragment presented on Listing 11 returns all triples from a KB: 

String RETURNS_ALL_ELEMENTS_QUERY = “SELECT ?s ?p ?o { ?s ?p ?o }”; 

String queryResult = 

wkiDataStorage.executeQuery(RETURNS_ALL_ELEMENTS_QUERY); 

Listing 11 executeQuery example - retrieval of all triples 

The next example, presented on Listing 12, is a query, which returns all 

documents where content mime-type contains ―pdf‖ and size of file is less 

http://www.w3.org/TR/rdf-sparql-query
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than 1024. In the result set, returned by execQuery method, the following 

information about each document will be available: 

 document ID, 

 content URI(-s), 

 size, 

 mime type. 

PREFIX types: &lt;http://koda/metadata/types#> 

PREFIX xsd: &lt;http://www.w3.org/2001/XMLSchema> 

 

SELECT ?id ?uri ?size ?mime 

WHERE { ?id types:originalname ?name . 

?id types:contentUri ?uri ; 

    types:filesize ?size ; 

    types:mimetype ?mime . 

FILTER ( ?size < "1024" && regex(str(?mime), "pdf") ) . } 

Listing 12 executeQuery example - retreival of data with WHERE closure 

Listing 13 presents example result of code presented on Listing 12. 

<?xml version="1.0"?> 

<sparql xmlns="http://www.w3.org/2005/sparql-results#"> 

  <head> 

    <variable name="id"/> 

    <variable name="uri"/> 

    <variable name="size"/> 

    <variable name="mime"/> 

  </head> 

  <results> 

    <result> 

      <binding name="id"> 

        <uri>http://koda/metadata/resources#1237985488735</uri> 

      </binding> 

      <binding name="uri"> 

        

<literal>file://wkimaster#/home/wki_system/fs_cr_repo/PdfNaDoc.doc</litera

l> 

      </binding> 

      <binding name="size"> 

        <literal>1000</literal> 

      </binding> 

      <binding name="mime"> 

        <literal>pdf</literal> 

      </binding> 

    </result> 

  </results> 

Listing 13 executeQuery - sample result 

11.1.2. storeDocument 

void storeDocument(IWkiDocument document) throws 

WkiDataStorageException 
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This method stores document in the WKI DS. It assumes that the docu-
ment has an ID. In order to get valid ID new documents should be created 

with WkiDocumentFactory. Then, it is possible to store them using 

storeDocument method. WkiDocumentFactory is a part of wki-commons pack-

age and is accessible via OSGi registry. 

The exact place (storage) where the document is stored depends on appli-

cation configuration (see section 10.2). 

11.1.3. getWkiDocumentMetadata 

Map<String, List<String>> getWkiDocumentMetadata(Long documentId) 

throws WkiDataStorageException 

This method returns metadata of document with given ID. All document 
metadata is acquired from the Knowledge Base and returned as a map 

containing pairs of: 

 key – String representation of metadata entry type. Currently WKI 

DS supports few metadata types: 

 CONENT_FILE_UPLOAD_TIMESTAMP 

 CONTENT_FILE_SIZE 

 CONTENT_FILE_MIME 

 ORIGINAL_FILE_NAME 

 CONTENT_URI which was described in deliverable D6.2.1 in 
description of a client application (section 2.4) 

 value - list of metadata values for a given metadata type  

If document with given ID doesn’t exists, then empty Map is returned. 

11.1.4. getDocumentContent 

InputStream getDocumentContent(Long documentId) throws 

WkiDataStorageException 

The getDocumentContent method content of document with given ID as an 

InputStream. If content is stored in more than one repository then reposi-

tory with faster access is used to create the stream. For example, if con-

tent is stored in JCR and in FSCR (on local disk) then FSCR - as being the 
faster solution - will be used to acquire the content. 

11.1.5. addMetadataToDocument 

void addMetadataToDocument(Long documentId, Map<String, 

List<String>> metadata) throws WkiDataStorageException 

This method adds new metadata to a document with specified ID. Meta-
data is passed as a map object. That map object has the same structure 

as described in the documentation of getWkiDocumentMetadata method 
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(key - metadata type, value – list of metadata values). That method simp-
ly adds new metadata to KB without any update to existing document da-

ta. 



   D6.3– v. 0.3 

 

Page 74 

12. Evolution of the WKI DS 
The work on the WKI DS is not finished yet. All the technologies are in 

place (section 5), the most important functionalities work (section 0), the 
basic API is available (section 11), but a lot of work is still required to 

achieve the final result. 

Further development of the WKI DS is strictly connected to the develop-

ment of the WKI System, as described in D6.1.2. The WKI DS will evolve 
based on the development of the services. It is expected that as the WPs 

will finalize their work on services, new functionalities and features of the 
WKI DS will be requested. Each request for newer API will be analyzed in 

order to avoid unnecessary bloating of the API. If it occurs that such me-
thod is really needed, then the API will be enhanced with it. 

Currently, even with only rough information on services planned by WPs, 
some plans for the evolution of the WKI DS can be settled. This section 

describes planned changes and explains their purpose. 

Apart from the requests that will emerge during WP1-5 work on their ser-
vices, the WKI DS will be surely affected by WP7 development of the use-

case applications. Some implications of the behavior of users of these ap-
plications were already mentioned in section 6 (―Hardware architecture‖). 

12.1. Triplestore access API 
The current implementation of the WKI DS API offers limited support for 
managing information stored in triplestore. This section describes planned 

features that will be added to the currently available API. 

12.1.1. Format of imported data 

Currently the WKI DS API accepts only very simple structures to import 
metadata into the system: 

 specialized type IWKIDocument type – objects of this type are used to 

carry information about the content and its metadata in form of 
Map<String, List<String>> where: 

o key is a String representation of metadata entry type,  

o value is a list of String metadata values, 

 simple Strings – the API allows to add single metadata. 

In order to make the WKI DS API more user-friendly, it is considered to 

enhance the API with methods that would accept data in the following 
formats: 
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 Files in Turtle51 format (a textual serialization format for RDF). 

 Files in N-triple52 format. It is a simple plain text format for encoding 

RDF graphs. It might be much easier for clients to create such file 
than to create XML. Also being able to import data stored in N-triple 

format would allow to import data from 3rd party applications that 
use this format.  

 Specialized Java types acting as containers for metadata. Such types 
could be created based on exact requirements from particular ser-

vices. 

Apart from being able to import different formats of data, the WKI DS will 
also be able to validate imported data towards compatibility with given 

ontology. 

12.1.2. Format of exported data 

Currently, results of queries are returned as Strings which contains XML 
(see Listing 13 for an example of output). Such response format is cum-

bersome for clients, as they need to parse the XML on their own. This 
causes a lot of code duplication, because virtually all the clients need to 

have such functionality implemented. It is obvious that the WKI DS API 
should provide methods that return data in more accessible format. There 

were no requests yet from WPs regarding desired format of returned data, 
but it is expected that they might be interested in the similar solutions, as 

presented in 12.1.1 section (―Format of imported data”): 

 Specialized Java types - results can be wrapped in some Java 

classes, which would act as containers, and would provide simple 

API for retrieving metadata. Such classes would be implemented as 
immutable objects53, to provide "read-only" access.  

 Turtle format, 

 N-triple format. 

12.1.3. Metadata management 

The current WKI DS API is very limited if it comes to management of me-

tadata. In fact, it only allows for adding more of them via 
addMetadataToDocument method (described in section 11.1.5). For the API 

to be complete, there must be option of removing any metadata. For the 

ease of use, the API will also offer an "update" method, which replaces the 
old metadata value with the newer one. 

                                    
51

 http://www.dajobe.org/2004/01/turtle/ 

52
 http://www.w3.org/TR/rdf-testcases/#ntriples 

53
 State of an immutable object can not be altered after it is created. 
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The proposed methods signatures are presented on Listing 14. Both me-
thods throw exceptions if document with given ID, or metadata under giv-

en key does not exit. 

void deleteMetadata(Long docID, String key); 

void updateMetadata(Long docID, String key, String newValue); 

Listing 14 Planned methods for metadata management 

12.2. Document management API 
The API for document management is not complete. It lacks methods that 

would allow for deletion and update of documents. The proposed methods 
signatures are presented on Listing 15. Both methods throw exceptions if 

document with given ID does not exit. 

void deleteDocument(Long docID); 

void updateDocument(IWKIDocument document); 

Listing 15 Planned methods for document management 

The semantics of both methods is straightforward: 

 deleteDocument – both content and metadata of document with 

given ID is not visible to clients, 

 updateDocument – document with given ID is replaced with never 

version; both content and metadata of old version are removed and 
replaced by never one. The ID remains unchanged. 

12.3. Search 
Currently, it is possible to search data in Data Storage by executing arbi-
trary SparQL queries. Apart from the issues of the format of returned date 

(described in section 12.1.2) there are many other problems to solve in 
this area. This section presents some of them, and provides information 

on planned solutions. 

Let us remind here that the optimization of the search mechanism is poss-

ible only after patterns of behavior of users (i.e. the types of queries ex-
ecuted most often) are known. This is the key to the optimization. In gen-

eral, creation of the system, that would perform well for just any type of 
query, is impossible. For the WKI DS such data will be available when use-

case applications are running. What can be done now, is to prepare the 

WKI DS for future optimization. 
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12.3.1. Merging of search results 

In case of the WKI System search results may come from two places – 

triplestore and Lucene54 indexes. Before the results are returned to the 
user, they must be merged. A two-phase searching solution is considered. 

Firstly, semantic search is realized (for example using SparQL). This 
search returns a set of results. Now, text indexes are searched, but only 

documents returned by the first search are taken into consideration. 

12.3.2. Long running queries 

In general, the efficiency of queries run against triplestore is problematic. 

The structure of the triplestore database makes some types of queries 
perform badly. What makes matters even worse, the heterogeneity of da-

ta stored in triplestores, makes it hard (if possible at all) to create indexes 
and cache data. This is a problem both for client, who issued such re-

quest, and for the WKI DS: 

 client, has to wait for a very long (unacceptable long) time before he 

gets the results, 

 system resources are used by this slow-performing query which di-

minish the overall system efficiency. 

To improve client’s experience and avoid excessive resource consump-

tions, some solutions can be implemented. 

Cache and indexes 

Cache and indexes are popular answer to performance problem for rela-
tional databases. Alas, they are not easy to implement for triplestores, 

mainly because of the dynamic structure (no fixed schema) of stored data. 
In case of indexes though, it is possible to use them, if some data from 

triplestore (e.g. the data that are most often used) are kept also in espe-
cially prepared relational database. Than, the use of indexes can greatly 

improve querying performance. 

Cache can accelerate search process, providing that the most important, 
or the most frequently used data can copied into a temporary relational 

database and this database is searched. 

Immediate returning of results 

To improve client’s experience it would be reasonable to return results as 
soon as any of them are available. The client may prefer speed over accu-

racy. It is possible that he benefits more from the suboptimal results re-
turned on time, than from waiting for the ―the best ones‖. This might be 

true, especially that ―the best ones‖ chosen by the WKI DS, might not 

                                    
54

 Apache Lucene – a Java-based indexing and search technology, http://lucene.apache.org/ 
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prove to be the best in clients opinion. The ranking algorithms, even 
though still enhanced and improved, are not working perfectly. 

It is possible to implement the following solution in the WKI DS: 

 information about each query (its structure, execution time, number 

of returned results, etc.) is logged, 

 each incoming query is analyzed, and information about similar que-

ries is retrieved, 

 in case of query that is expected to run for a very long time, various 

options are possible, for example: 

o some simpler form of the query is run instead (e.g. with sort-
ing part removed), 

o the query is not run at all, but some cached data is used. 

 results are presented to client, along with the information on how 

long would execution of the real query take. It is up to him to decide 
if returned results are good enough, or if more detailed search is re-

quired. 

This scenario requires advanced analysis of queries and would benefit 

from the knowledge of types of queries the client can add. Such know-
ledge can be gained in cooperation with applications developers. For ex-

ample – if GUI of web application allows to enter only some types of que-
ries, then it is much simpler to analyze them. 

Other variants of this idea are also possible – for example, the query can 
be run asynchronously, and client would be informed on the estimated 

time of execution. Then, it would be up to the client to decide if the query 

should be executed or abandoned. 

Monitoring 

Long running queries pose a threat to the WKI DS, because they lock sys-

tem resources for long time. To help to solve this problem, administrative 

tools will be developed. Their purpose is to give information about the 
running queries and even to let administrator terminate queries that are 

running too long (or consume too many system resources).  

12.3.3. Number of returned results 

If a number of triples in a database is significant, a query can return a 
huge number of results. Few problems are related to such response of the 

system. First one can be formulated as a question: "Does user really ben-
efit from 1000000 of answers ?". The general answer is no. 

The other problems are more technical in nature. It is impossible to return 
such amount of data in one response. The usual solution is provided by 

paging mechanism, where user is presented with some subset of results 
and have means of browsing to other subsets of results. This in turn, 
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usually requires some kind of ranking of results, because user expects to 
be presented with the "best matching" results first. This implies, that the 

search mechanism should be able to put all the results in some order, be-
fore returning some of them to the user. 

In the WKI DS component, two solutions of this problem will be imple-
mented. 

First one establishes a limit of returned results. This limit is configurable, 
and is used to limit the number to returned results to no more than the 

limit value. For example, the WKI DS could be configured so it returns no 

more than 1000 results per query. 

The second solution is an iterator55, which allows to return subsets of re-

sults set. 

                                    
55

 Iterator pattern hides the structure of an aggregate object and allows to access it sequentially. 
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13. Conclusions 
The main goal of the WeKnowIt Data Storage is to store all the informa-

tion required by the WKI System. This document presents its architecture, 
functionality and the plans of further development. 

The prototype of the WKI DS is available. Its API allows to perform the 
basic operations (e.g. storing and retrieval of data), but is not yet com-

plete. The API will be revisited and enhanced in parallel to the develop-
ment of the WKI services and to the development of the WKI DS function-

alities. 

The development plan for the WKI DS is similar to the one proposed for 

the WKI System (presented in D6.1.2). It is based on the iterative ap-
proach. The compatibility with the requirements of the WKI services will 

be assured by close cooperation with WPs. The quality of the WKI DS will 
result from quality assurance activities, with special attention to perform-

ance issues. 

The architecture of the WKI DS leaves place for changes. The currently 
selected solutions – Jena as triplestore, Apache JackRabbit as JCR, MySQL 

as RDBMS – can be changed, if a such need arise. This flexibility comes 
from good code design (proper abstraction layers) and from using of stan-

dard APIs (e.g. JDBC). 
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14. Attachments 
wki_data_storage.tar.gz - archive which contains set of the WKI DS bun-

dles. 
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Annex A – WKI DS API – javadoc 
Package: eu.weknowit.datastorage  

Interface IWkiDataStorage 

 
public interface IWkiDataStorage 

Interface for WKI Data Storage. Provides most important functionalities like, search in KB, 

add documents to KB, add/modify/remove document metadata.  

 

Method Summary 

 void addMetadataToDocument(java.lang.Long documentId, 

java.util.Map<java.lang.String,java.util.List<java

.lang.String>> metadata)  

          Add metadata to specified document. 

 java.lang.String executeQuery(java.lang.String sparqlQuery)  

          Executes sparql query on KB and returns 

result as XML. 

 java.io.InputStream getDocumentContent(java.lang.Long documentId)  

          Returns document content as InputStream. 

 java.util.Map<java.lang.S

tring,java.util.List<java.

lang.String>> 

getWkiDocumentMetadata(java.lang.Long documentId)  

          Returns all document metadata as Map 
contains metadata type as key and metadata val-

ues as map value. 

 void storeDocu-

ment(eu.weknowit.commons.IWkiDocument document)  

          Add new document (content + metadata) to 

WKI DS. 

   

Method Detail 

15.1.1. addMetadataToDocument 

void addMetadataToDocument(java.lang.Long documentId, 

                           ja-

va.util.Map<java.lang.String,java.util.List<java.lang.String>> metada

ta) 

                           throws 

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

Add metadata to specified document. It doesn't change the existing 
metadata, simply adds new. Metadata is represented as a Map 
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where key is a metadata type (predicat in rdf triple) and value is a 
list of all metadata values. Example: one document content could 

have few thumbnalis in this case we could have follwing data in 
map: key (is a String) - THUMBNAIL, and values (also Strings) are 

URIs to each thumnail resource.  

Parameters: 

documentId - document ID 

metadata - new metadata data  

Throws:  

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

 

15.1.2. executeQuery 

java.lang.String executeQuery(java.lang.String sparqlQuery) 

                              throws 

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

Executes sparql query on KB and returns result as XML.  

Parameters: 

sparqlQuery - query  

Returns: 

result as XML  

Throws:  

eu.weknowit.datastorage.exceptions.WkiDataStorageException - when 

query is NULL 

 

15.1.3. getDocumentContent 

java.io.InputStream getDocumentContent(java.lang.Long documentId) 

                                       throws 

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

Returns document content as InputStream.  

Parameters: 

documentId - document ID  

Returns: 

Throws:  

eu.weknowit.datastorage.exceptions.WkiDataStorageException 
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15.1.4. getWkiDocumentMetadata 

java.util.Map<java.lang.String,java.util.List<java.lang.String>> get-

WkiDocumentMetadata(java.lang.Long documentId) 

                                                                                        

throws eu.weknowit.datastorage.exceptions.WkiDataStorageException 

Returns all document metadata as Map contains metadata type as 
key and metadata values as map value.  

Parameters: 

documentId - document Id  

Returns: 

all document metadata  

Throws:  

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

 

15.1.5. storeDocument 

void storeDocument(eu.weknowit.commons.IWkiDocument document) 

                   throws 

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

Add new document (content + metadata) to WKI DS.  

Parameters: 

document - document object  

Throws:  

eu.weknowit.datastorage.exceptions.WkiDataStorageException 

 

 

 

 


